Bit Complexity of LS‘15 under Fixed Point

Abstract

We show that the linear programming runtime of O(d'/2(nnz(A)+d?)) arithmetic operations
by [Lee-Sidford FOCS‘15] holds under bit complexity: on inputs with B bits the method takes
O(d'/?(nnz(A) + d?)B®) bit operations, where O hides factors polylogarithmic in n.
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rigorously support the claims made in a another paper. It took three weeks of systhesis, outline
proof reading, and script modifications using a mixture of Kimi K3, GPT 6 Codex, and the Devin
Harness. We thank Moonshot Al and Cognition Al for providing the compute resources used
throughout this process.

1 Introduction

Let1<d<n< dlo, let A € R™*4 have full column rank and no zero row, and consider the linear
program

. T .
1
min c'z (primal)
subject to ATz =b,
[ <z <u,
whose dual is
max by +1"sl —u'su (dual)

yER4, sl,sucR”
subject to Ay + sl — su = c,
sl,su > 0.

We refer to these two programs as the primal/dual pair.

We work in the fixed point model of [GPV23]: the input is given, and every number the
algorithm forms is kept, as a signed binary fraction with B bits before and after the decimal point,
each arithmetic operation on such numbers costs O(B) bit operations, and every intermediate result
is truncated back to this precision. The model is made precise in Section 2.1, and all costs below
are bit complexities in it. Throughout, O(-) hides factors polynomial in logn only; every power of
B is written out. Since B < d'/2? < n, factors polynomial in log B, such as the log B of fast integer
multiplication, are hidden as well. We assume throughout that B < di/2,

Theorem 1. Given a primal/dual pair A,b,c,l,u and a point 2O with B < dY? bits before/after
decimal place in fived point, such that ||[AT A, |[(ATA)~ <28, and 14278 < 2O < u—25 and
ATz = b, we can compute x € [I,u] satisfying |ATz —bll2 < 278 and "z < opt + 278, where
opt is the optimum of the primal, in bit complexity 6(d1/2(HHZ(A) + d?)B3) with high probability.



The objective guarantee is one sided, as in [LS15, vdBLL*21]: the returned z is only 275-
feasible, and a lower bound on ¢' z in terms of opt would need the sensitivity of the optimum to b,
which is not controlled here. The point 2(9) is used only to know that the primal is feasible.

Why the bound does not follow from LS15. Theorem 1 is the fixed point counterpart of the
running time O(d'/?(nnz(A) + d?)log(1/€)) of [LS15], and it is not obtained from that paper by
inspection. The count there is of arithmetic operations on real numbers: the inverse maintenance
keeps a d x d inverse of a sampled matrix, corrects it by low rank updates, and uses it as a
preconditioner for an e-approximate solve, and none of the growth of the entries of the maintained
matrices, the compounding of truncation errors over the 6(d1/2) updates, or the loss of the spectral
guarantee of a row sample chosen from truncated weights, is accounted for. Three further points
have to be settled before the arithmetic count converts. The path following analysis is stated
for exact Newton directions computed from approximate weights, so a direction that is itself the
truncated output of an approximate solver needs its own perturbation argument (Section 5); the
sampled inverse of [LS15] is valid only against weights that do not depend on its random choices,
and that paper hides the sample from the path following method by adding Gaussian noise to
a real-valued solve, an argument that has to be redone when the noise is discrete, the solve is
truncated, and everything the caller derives from the output is itself truncated (Section 3.3); and
the magnitudes of the weights, the inverses and the iterates along the path have to be bounded by
20(B) in terms of the input so that the fixed point numbers do not overflow (Section 6). The path
following analysis that [LS15] invokes is that of [LS14], and this analysis has itself been revised
substantially since: its arXiv version [LS13] went from 48 pages in December 2013 to 60 pages over
three versions ending in March 2015, and was then merged with its companion paper into [L.S19],
65 to 69 pages over two versions in 2019 and 2020, which by its own description contains new
results beyond the earlier submissions, among them a nearly optimal self-concordant barrier and
its relation to Lewis weights. The path following statements imported below are therefore taken
from the robust formulation of [vdBLL*21] rather than from [LS14], and the constants of those
statements that we could not rederive from their proofs are listed in the issues above.

The same bound via the robust interior point method. A second route to the bound of
Theorem 1 goes through the robust interior point method of [vdBLL™21], which is stated against
three abstract data structures, a heavy hitter, a heavy sampler and an inverse maintenance, each
with an initialization cost P, a cost ¢; > nnz(a;) for changing the scaling of row i, and a query cost
(). Theorem 6.1 and Lemma 6.7 there bound the total time of path following, in our dimensions,
by

9] <(PHC”1)1/2 +d'/? (Q + dmax nnz(ai)>)

per factor of log(yo/pu¢). For a general linear program that paper uses the sketching based heavy
hitter of [vdBLSS20] with ¢; = O(d) for every row and a heavy sampler with @ = O(d? + nd'/?)
(Lemmas B.1 and B.2 and Corollary B.6 there), and it is these two, ¢; = O(d) in place of nnz(a;)
and nd'/? in place of nnz(A), that turn the bound into O(nd + d*) in its Lemma 8.2. The brute
force alternative computes the vector Ah explicitly at every query and reads the heavy entries and
the sampling probabilities off it: this is a heavy hitter and a heavy sampler with P = nnz(A),
ci = nnz(a;) and @ = nnz(A), while the inverse maintenance of Lemma B.2 there has P =
nnz(A) + MATMUuLT(d, d, d), ¢; = O(1) and Q = O(d?). Substituting, with max; nnz(a;) < d and
(nnz(A)MATMULT(d, d, d))/? < nnz(A)dY/2 + MaTMuLT(d, d, d)d /2, gives O(d*/?(nnz(A) +d?)),
formally. We have not carried this out. The substitution itself needs only that the interfaces



(Definitions 3.1, 6.2 and 6.3 there) accept a query cost @ as large as nnz(A), which they do since
@ enters the accounting additively per step; the work is that the whole of [vdBLL'21] is in exact
arithmetic, so the magnitude, truncation and randomness accounting of this paper would have to
be repeated for its primal, gradient, dual and Lewis weight maintenance structures, instead of for
the single SOLVE of Section 3.

Difficulties in reducing the d?° term. The term dY? . d% is /2 path steps times the cost of
applying a dense d x d maintained inverse to a vector inside SOLVE, and row sampling does not
lower it: the sample only brings the number of rows down to O(d). In the square dense case the
corresponding n?° has been beaten by combining a robust central path, which accepts directions
accurate only to a constant in an f,-type norm, with implicit inverse maintenance, in which both
the inverse and the vector it is applied to are updated lazily in batches [CLS21, vdB20, JSWZ21].
Those running times are stated in terms of the exponent of square matrix multiplication and
its rectangular and dual variants, and the exponent has moved over the past five years, from
2.37286 [AVW21] to 2.371866 [DWZ23], 2.371552 [VWXXZ24], 2.371339 [ADVW25] and 2.371177
[DEK™26], the last three also improving the rectangular exponents. For tall sparse A, however, the
exponent is not what decides whether d?® can be lowered. The inverse side, Woodbury layers with
periodic restarts and batched folds, already costs less than d? per path step under the assumption
MatrMurr(d, d,d) = 6(d1+ﬂ) of this paper, and any of the bounds above only lowers that; the
robust path itself accepts a fixed constant-accurate inverse with a perturbation argument and no
change of exponent. What blocks the improvement is that the inverse has to be applied to a fresh
Newton right hand side at every step, a vector that changes in all d coordinates. The square
case avoids this by maintaining the right hand side as a slowly changing vector, and none of the
known ways of doing so extends from the square, or dense, case to tall sparse A without further
assumptions on the sparsity of the rows.

Organization. Section 2 (Prelims) fixes the fixed point model, the notation, and the imported
facts on matrix inversion with truncation and on leverage scores. Section 3 (Dynamic Solver via
Row Sampling) gives the data structure behind INITIALIZE, UPDATE and SOLVE: exact inverse
maintenance and its dependence on matrix multiplication, the row sampled approximate inverse,
the hiding of its randomness from an adaptive caller, and the accounting of the solver against
leverage stable weight sequences. Section 4 (Lewis Weights and Potential) collects everything
about regularized Lewis weights, their estimation from a solver, the barrier and its parameters, and
the centrality potential. Section 5 (Effect of One Step) analyzes one step of the method in fixed
point: the step itself, direction finding without a bisection, the effect of solve and truncation errors
on centrality and feasibility, the progress per step, and the stability of the weights handed to the
data structure. Section 6 (Initialization and Overall Guarantees) bounds the magnitudes and bit
lengths along the path, verifies the stability hypothesis of the data structure, constructs the initial
point, and assembles the proof of Theorem 1.

2 Prelims

For positive vectors, all powers, quotients, logarithms, and comparisons are componentwise. Loga-
rithms are natural, so that e ¢1°8" = p—¢

For vectors « and y and some € > 0, we use © ~, y to denote e “x; < y; < efx; for every
1. For symmetric positive definite matrices X and Y of the same size, we use X ~¢ Y to denote



e Y 2 X =2 €Y. The subscript of ~ is a generic accuracy and takes whatever value is written
there; the unsubscripted e of Sections 4 to 6 is the fixed centrality parameter of Equation (11).

The matrix A is assumed to have no zero rows, so that n < nnz(A): a zero row constrains
nothing and can be dropped in a single pass.

Definition 2.1. We say invertible matriz X has magnitude p if | X||,||X 1| < p, and p is more
than both dimension of X.

MATMULT(n1,n2,n3) denotes the arithmetic cost of multiplying a n; X ng matrix by an ng x ng3
matrix. We state all dense costs through MATMULT. Dense products arise only in the exact inverse
maintenance of Section 3.1, in the static estimate that initializes it, and in the restarts built on it,
so the assumption under which they are simplified is stated there rather than here.

2.1 Arithmetic under Roundoffs

We work with fixed point numbers. A number with £ bits is a signed binary number with at most
¢ bits before and ¢ bits after the decimal point, that is, an integer multiple of 2~¢ of absolute value
less than 2¢. For a real  with at most £ bits before the decimal point, |z| < 2¢, we write Trunc(z, £)
for = truncated toward zero to ¢ bits after the decimal point; it is a number with ¢ bits, has the
sign of z, and satisfies

| Trunc(z, 0)| < |z|, |z — Trunc(z, £)| < 27°.

Trunc(z,¢) is only ever applied to x with at most ¢ bits before the decimal point; wherever it
appears below, the argument is bounded in magnitude by a power of p = 20(B) that is far below
2¢ and we do not repeat this check. Applied to a vector or a matrix, Trunc acts entrywise. We say
a matrix has entries with ¢ bits if all its entries are numbers with £ bits.

This is the fixed point model of [GPV23]: an arithmetic operation on numbers with ¢ bits, one of
+, —, X, + and the square root, returns the exact result truncated by Trunc(-,¢), and comparisons
are exact.

Lemma 2.1. Arithmetic in numbers with ¢ bits can be done at cost O(().

Two operations lose nothing when given room: the sum or difference of two numbers with ¢
bits is a number with £+ 1 bits, and their product is a number with 2¢ bits, so both are exact when
carried out on numbers with 2¢ bits. This is how the comparisons of ratios in Figure 6 are made
exact.

The error of a longer computation is bounded by counting operations and the number of mul-
tiplicative operations on a path. We say a quantity is computed by a formula with m operations
if it is obtained from numbers with ¢ bits by m arithmetic operations in which every intermediate
result is used once, a result used k times being counted k times; the multiplicative depth of the
formula is the largest number of operations among x, + and square root on a path from an input
to the output.

Lemma 2.2. Let a quantity be computed by a formula with m operations and multiplicative depth
q on numbers with £ bits, whose inputs are within e, ..., ex of the exact input values, each use of
an input counted separately, and let M > 2 be such that, in exact arithmetic, every input and every
intermediate result has absolute value at most M, every divisor and every radicand has absolute
value at least 1/M, and M < 2'=1. Write

k
E2 |[m2f 4> e | (2M2)7.
j=1
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If E <1/(2M), then the computed value differs from the exact one by at most E.

The proof is in Appendix A. Every formula of Sections 5 and 6 is evaluated on numbers with
40 log p bits at M = p, and Equation (12) there is the resulting standing bound of p=2° on its error;
each proof that uses it records the operation count and the depth of the formula in question.

2.2 Matrix Inversion with Fixed Point Roundoffs

The first imported result, Lemma 3.1 of [GPV23], is that a small perturbation of a matrix perturbs
its inverse in proportion to the square of its magnitude.

Imported result 2.1. For invertible matrices X and Y such that Y has magnitude py, and
| X —Y||r <e€ for some 0 <e<1/(2py), we have:

1. X has magnitude at most 2py .
2. | X 1Y p <2pie.
The second, Theorem 3.2 of [GPV23], is an approximate dense inverse in fixed point.

Imported result 2.2. For d x d matrix X with magnitude p, and error 0 < € < 0.1, we can
compute explicit matriz Z with such that

1Z - X YF<e
in bit complezity O(MATMULT(d, d, d) log(p/€)).

2.3 Leverage scores

The one weight vector the data structure of Section 3 works with is the classical one. The leverage
score of a row is its diagonal entry in the orthogonal projection onto the column space, so it lies
in [0, 1], the scores sum to the rank d, and a row with a small score is one whose removal barely
changes AT A. Sampling rows with probabilities proportional to leverage scores gives a spectral
approximation of AT A with 6(d) rows, which is how Section 3 keeps its sample small, and the
same scores measure how much a change of weights moves the sample, which is the stability notion
of Definition 3.2. The regularized Lewis weights of Section 4 are defined through the leverage scores
of a reweighting of A by a power of the weights themselves, and Section 5 passes between the two
through Lemma 5.12.

Definition 2.2. For a full-column-rank A € R™*?, write 7(A) for the diagonal of the orthogonal
projection A(ATA)"YAT, and 7;(A) for its ith entry.

The concentration inequality behind leverage score sampling is the matrix Chernoff inequality,
Theorem 1.1 of [Trol2], stated with its constants.

Imported result 2.3. Let Xi,...,Xn be independent random symmetric positive semidefinite

d x d matrices with Apax(X;) < R almost surely, and let pimin 2 )\min(zj EX;) and fimax 2

Amax(D_; EX;). Then for every ¢ € [0,1),

N 6_5 ﬂmin/R
Pr | Amin ;Xj < (1= 0)tmin | <d ((1—(5)1_5) )

and for every § > 0,
N 65 Nmax/R
Pr [ Amax ( D Xj | 2 (14 0)pmax | <d ()W) :

o (146



2.4 Notation

Figure 1 lists the symbols used throughout. Symbols local to one part are introduced at the start
of that part, in a table of the same form with a pointer to where each symbol is defined and used:
Figure 2 for the data structure of Section 3, Figure 3 for the weights and potential of Section 4,
and Figure 4 for the step and initialization of Sections 5 and 6.

Symbol Meaning

B bits before and after the decimal point, B < d*/2

o() hides factors polynomial in logn; powers of B are explicit
TRy e ‘x; <y; <efx; for every i

p magnitude of X: || X||,|| X | < p; along the path p = 20(5)

MaTMuULT(n1, N2, N3)

arithmetic cost of multiplying ny X ns by ns X ng

A full-column-rank n X d matrix, n > d, no zero rows, so n < nnz(A)
nnz(A) number of nonzero entries of A

T(A) leverage scores of A: diagonal of A(ATA)~1AT

diag(x) diagonal matrix with x on the diagonal

w positive weight vector; along the path w; = (r;¢7 (2;))~*

%% W = diag(w); the inverse of AT A is maintained, never exposed
€ target accuracy

b,c,l,u LP data: minc'z over ATz =b, [ <z <u

Trunc(z, £) x truncated toward zero to ¢ bits after the decimal point, Section 2.1
r number of rounds, r = O(d'/2 log(po/per))

K per-step contraction of the potential ¥, k = a?\y/(32Cd"/?)

E expectation

S, Ts a linear solver handed to a routine, and its bit complexity per call
INITIALIZE with UPDATE, SOLVE: the calls of Definition 3.1

Figure 1: Global variables.



3 Dynamic Solver via Row Sampling

Symbol Meaning

wk) weights handed to the data structure at round k, W®*) = diag(w*)); Definition 3.2
o) leverage scores 7((W*))1/2A) of the reweighted matrix at round k; Definition 3.2,
Corollary 3.4

w the new weight vector handed to UPDATE; Definition 3.1, Lemma 3.1

¢ stability parameter of Definition 3.2; Theorem 2, Lemma 3.2

S(k) the private sampling diagonal of round k; ¢ of its rows change; Lemma 3.2 and its
proof, proof of Corollary 3.4

Cs sampling constant, c; 2 108; proof of Lemma 3.2

To length of a window between restarts, ro = d'/?; Lemma 3.2, proof of Corollary 3.4

tij, (n,m") refresh rounds of coordinate ¢, and the trigger thresholds of a refresh schedule; Corol-
lary 3.4

Q total number of SOLVE calls, by the caller and inside the structure; Theorem 2,

Lemma 3.2, Corollary 3.3

Figure 2: Variables local to the dynamic solver of Section 3.

This section gives the data structure that the interior point method of Section 5 runs against. The
interior point method sees the data structure only through the three calls below. In particular
the maintained inverse, and the row sample it is built from, never leave the data structure: the
only thing that leaves it is the output of SOLVE, a vector in R?. Whatever else the caller needs, it
computes itself from that output.

The operations of the data structure are the following.

Definition 3.1. An inverse maintenance data structure for an n x d matriz A of column rank
d < n holds a positive vector w € RZ ), with diagonal W = diag(w), and supports:

1. INITIALIZE(A, w), which stores A and the initial w, together with whatever internal approx-
imation of (ATWA)™! the implementation maintains. Nothing about how the caller arrived
at w is passed: the only weights the structure ever forms are leverage scores of W2 A.

2. UPDATE(W), which given the full vector W € R, of new weights replaces w by W and restores
the internal approximation for the new W. The caller is not asked to say which coordinates
moved: reading W costs O(n), below the nnz(A) that every round pays anyway, and the data
structure decides for itself which of its rows to refresh.

3. SovE(b), which given a fized point b € R? with 20log p bits returns a fived point y € R with
401log p bits and

wrwa S0 AT A

v —aTway | &)

ATWA®
There is no accuracy parameter: every solve is at the high accuracy p~'°. That this accuracy,
and the quadratic form it is an accuracy for, are what the two callers of SOLVE need is checked
in Section 5, where the calls are made.

This interface is deliberately smaller than the ones of [vdBLL"21], which in addition to a solve
expose a call returning the #2 norm of the projected vector. Such a call is there because those data



structures maintain the step implicitly, in a sketched or coordinate wise lazy representation, and so
cannot afford to write down the vector whose norm the potential argument needs. We are in the
earlier regime, where every quantity the caller handles is written out explicitly in R? or R”: SOLVE
returns all d entries of y, the caller forms Ay in nnz(A) time, and any norm of the projected vector
is then computed directly, within the nnz(A) + d? that the round pays anyway. Only the sample
and the inverse built from it stay inside; the vectors do not.

The weights handed to UPDATE are not arbitrary either. They are the sequence produced by
the interior point method of Section 5, and the only property of that sequence the data structure
uses is the following, which is the o stability assumption of [LS15, Definition 4]: the multiplicative
movement of the weights is measured in the norm induced by the leverage scores of the reweighted
matrix. How the caller arrives at its weights is its own business; Section 6 converts its control of
them into the condition below.

Definition 3.2. A weight sequence w0, ... w(") e RZ, with diagonals W) and induced leverage
scores

-1
O ((W(k))1/2A> — diag ((W<k>)1/2A (ATW<k>A) AT(W(’“))V2>

is C-leverage stable, for 0 < ¢ < 0.1 and magnitude bound p, if for every k € [r]:
1. the operators stay well conditioned: w*® € [p~t, p|" and ATW®) A has magnitude at most p;

2. coordinate wise things are stable:

w® e D,

3. the leverage score norm of the relative change is small:
(k) )
Zo log? k ) <~

Condition 1 is the analogue of the 8 containment of [LS15, Definitions 3 and 4], and is what lets
W, the maintained inverse, and the intermediate quantities be stored with O(log p) bits. Condition
3 is weaker than the £y condition || log w®) —log w*~1)||5 < ¢ that a short step method gives for free,
because agk) < 1; the point of measuring in the leverage score norm is that rows of small leverage
are allowed to move often, and those are exactly the rows that a leverage score sampled sparsifier
rarely keeps. Two facts about o(®) are used repeatedly: >0, (k) _ d, and for positive diagonals
W ~s W’ the scores satisfy 7(W1/2A) ~o5 7(W'/2A), since 7'1<W1/2A) = w;a, (ATWA) la; and
both factors move by at most e®?.

The caller of Section 5 does not hand over an exactly stable sequence but an estimate of one,
so the definition is used with the following slack. A sequence @), ..., @) is (-leverage stable up
to noise if there is a (-leverage stable w(® ... w() with

o) ~¢/10 w®) for every k.

The noisy sequence then satisfies condition 1 with e?%2p in place of p and condition 2 with 1.2¢ in

place of ¢, its leverage scores agree with those of w®) within e*¢/%, and condition 3, which need
not hold for @®) itself, enters the analysis only through the counting of Corollary 3.4, which is
stated to absorb the noise. Everything below is written for an exactly stable sequence and holds
for a sequence stable up to noise with these constants.

The main guarantee of this section is that the operations of Definition 3.1 can be supported
along any such sequence, even one generated adaptively from the outputs of the data structure
itself, at an amortized cost per round of one pass over A plus one dense d X d operation.



Theorem 2. Given nxd full rank matriz A where AT A of magnitude at most p, and w©® ... w®),
r < n? an adaptive (-leverage stable sequence with magnitude bound p, for some 0 < ¢ < 0.1,
possibly up to noise, and let Q be the total number of SOLVE calls made during these rounds,
by the caller and by the structure itself. There is a data structure supporting the operations of
Definition 3.1 along this sequence, with probability at least 1 —n™> —2Qn ™3, at bit complexity of:

1. O((nnz(A) + MATMULT(d, d, d)) log p) per INITIALIZE,
2. Amortized cost of O((nnz(A) + d2)log? p) per UPDATE(®),
3. O((d? + nnz(A)) log? p) per SOLVE(D).

The proof occupies the rest of the section. We implement the operations twice: once without
sampling, by maintaining the inverse of the full d x d matrix ATW A explicitly (Section 3.1), and
once on a leverage score sampled row subset, which is what brings the amortized cost per round
down to one pass over A plus one dense d x d operation (Section 3.2). The sampled version is
only sound against an adversary that does not see the samples, so we then inject noise into the
solver’s output, state the conditions under which the sampling stays hidden, and reduce adaptively
generated updates to oblivious ones (Section 3.3). Section 3.4 bounds the leverage score mass of
the coordinates that the lazy refresh rule touches over a window, which is the only way the stability
of the sequence enters the cost, and combines the three with a restart schedule to prove the overall
guarantee.

3.1 Exact inverse maintenance and role of matrix multiplication exponent

We start with the guarantees of the square unsampled version, which holds the inverse of ATW A
itself. These are mostly a restatement of [GPV23].

This is the only part of the algorithm that multiplies dense matrices, so it is where the cost of
fast matrix multiplication enters, and we record here the assumption under which those costs are
simplified,

MarMurr(d, d, d) = O (d”ﬁ) , 2)

which is the assumption made by [LS15], whose inverse maintenance we follow: the restart balance
closing Section 3.1 there, on page 8, uses exactly this exponent to conclude that the preprocessing
term dominates the cost of the periodic recomputations. It is weaker than what the algorithm
of [Vai89] asks for: the remark closing Section 1 there, on page 333, notes that the algorithm “does
not use the fastest known matrix multiplication algorithm; an algorithm that can multiply two
n x n matrices in O(n?%) operations suffices”, and Section 3 there invokes that bound, for both the
product of two n x n matrices and the inverse of a non-singular n X n matrix, when recomputing
(ATDA)~! at the start of each period. Both bounds are met by the fast matrix multiplication
algorithms available then and now. We use two standard consequences of Equation (2): costs are
superadditive in the middle dimension,

MaTMurr(d, ¢1,d) + MATMULT(d, ¢2,d) < MATMULT(d, ¢1 + ¢2,d),
and a thin product is a ¢/d fraction of a square one, so that for 1 < ¢ <d,

MarMuLr(d, ¢, d) = O <§MATMULT(d, d, d)) -0 (cdﬁ) .

In particular MATMULT(d, d,d) = O(d*®) and MATMULT(d,d/2,d) = O(d/?tV2) = O(d"9?),
both inside the budget of Theorem 1. Where the two are balanced against each other, and why
V2 is exactly what that balance can afford, is Section 3.4.



The unsampled inverse maintenance is the following.

Lemma 3.1. Let A be an n x d matriz with column rank d < n, such that AT A has magnitude at
most p > 10n, and let every weight vector handed to the structure lie in [p~!, p|* coordinatewise.
There is a deterministic data structure that maintains (AT W A)~1 explicitly to error p~ %W whose
cost 1s:

1. Initialize: O((nnz(A) + MATMULT(n, d, d)) log p),

2. Update from w to @w: O((n+MATMULT(d, ||w— @0, d)) log p), where ||w—@|o is the number
of coordinates on which w differs from w.

The cost of SOLVE is not an item here. It is the same for this structure as for the sampled
one, since both serve a solve by Richardson iteration against whatever inverse they hold, and it is
accounted once, in Section 3.4.

Proof. Throughout, every number is kept to B = ©(log p) bits, so by Lemma 2.1 each arithmetic
operation costs 5(log p) and the arithmetic counts below become bit counts after multiplying by
that factor. The weights are positive with w; € [p~1, p], so ATW A has magnitude pPW | and the
same holds of every matrix formed below.

INITIALIZE. Scaling the rows of A by wil /% takes nnz(A) operations, and forming the Gram ma-
trix of the scaled matrix takes MATMULT(n, d, d). Inverting it with Imported result 2.2 at accuracy
p~C, for a constant C' fixed below, takes O(MATMULT(d, d, d) log p) < O(MATMULT(n, d, d) log p).
This is Item 3.1(1).

UPDATE. Let K C [n] be the coordinates on which @ differs from w and k = |K]|, let Ax be

the corresponding k rows of A, and let D a diag(Wx — wg ), so that
ATWA=ATWA+ ALDAf.
Writing M = ATW A, the Woodbury identity gives the new inverse as
<M + A}DAK)_1 — M- MAL (D*l + AKJ\rlA})_1 AgM~L, (3)

Reading @ and locating K takes O(n) operations. Forming AxM™!, a k x d matrix, takes
MatrMurr(k, d, d); forming and inverting the k X & matrix in the middle takes MATMuULT(k, d, k) 4+
MATMULT(k, k, k); and the final product of a dxk, a kxk, and a kxd matrix takes MaTMULT(d, k, d).
All of these are O(MATMULT(d, k,d)), and when k > d one may instead recompute the Gram ma-
trix of the changed rows and invert from scratch, at MaTMuLT(d, k, d) + MATMULT(d, d,d) =
O(MATMULT(d, k,d)). This is Item 3.1(2). The middle matrix is invertible with magnitude
pPW): D=1 has entries bounded by p in absolute value since w, @ € [p~1, p] coordinatewise, and
AxM~1A]. is positive semidefinite with norm pPW),

Accumulation of error. The one point that is not a count of operations is that Equation (3) is
applied to the maintained inverse rather than to the exact one, so rounding errors are fed back into

the structure. What makes B = ©(log p) bits enough is that the recurrence is backward stable, in

the following sense. Let Z be the maintained matrix before an update and N 2 ATW A the matrix
it approximates, and measure the error backward, as [|Z~! — N||p. Equation (3) is an algebraic
identity valid for every invertible Z in place of M~!, as long as the middle matrix is invertible, so
the exact Woodbury update of Z is

7 = (727 + ALDAR) h 7V N =z
= kDAK , ence (Z") N =7 N
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for the new matrix N' = N +A;DA - exact Woodbury carries the backward error over unchanged.
What the B-bit computation returns is Z’ with ||Z'—Z'|| p < p?(V2-B, since every intermediate has
magnitude p©), there are O(1) rounding stages, and the inverse of the middle matrix is computed
by Imported result 2.2 to accuracy 2~ 5. Imported result 2.1, applied to 7' and 7' , converts this into
1(Z")~t = (2)Y|p < pPM27B, s0 each update adds p®)2-B to the backward error rather than
multiplying it. Starting from the backward error p®)p=C of INITIALIZE, after at most poly(n) <p
updates the backward error is at most p@()(p~¢ 4 27B), which taking the constants in C' and in
B = O(log p) large enough is below p~¢" =30 for any target €', and Imported result 2.1 turns this
into a forward error p_cl on the maintained inverse, which is the accuracy claimed. The magnitude
of the maintained matrix stays p©() throughout by Item 2.1(1). O

Charging UPDATE a rank one update for every changed coordinate is what the sampled version
of the next subsection avoids: there, a change to w; only costs anything when row i is in the sample.

3.2 Maintaining a sparse approximate inverse

Running Lemma 3.1 on A itself is too expensive in two places: INITIALIZE pays MATMULT(n, d, d),
and UPDATE pays a d X d multiplication for every changed coordinate no matter how little that
coordinate matters. Both are fixed by running it on a leverage score sampled row subset of A
instead. What the sampled structure holds is never returned; it is used only as the preconditioner
inside SOLVE, and inside the refresh test of its own UPDATE, so the following lemma is stated in
terms of what it maintains and what the three calls cost, against an adversary that fixes the weight
sequence in advance.

Lemma 3.2. Let A, p be as in Lemma 3.1 and let w®, . w) be q (-leverage stable sequence
chosen by an oblivious adversary, that is, one fized independently of the data structure’s random
coins, and let QQ be the total number of SOLVE calls made during these rounds, by the caller and
by the structure itself. There is a data structure which, with probability at least 1 — n=" —2Qn73,
maintains at every round k a diagonal S®) = 0 supported on O(dlogn) rows, together with the
ezact inverse of ATSEWE A such that

ATSEW R A gy ATWR A, (4)

with initialization bit complezity O((nnz(A) + MATMULT(d, d, d))log p) and amortized update bit
complezity B
O ((nnz(A) + d2) log? p).

(k)

Proof. Keeping row i independently with probability p; = min{1, ¢;o; ' logn}, ¢, 2 105, and setting

SZ-(f) = 1/p; on the kept rows gives Equation (4) with probability 1 — n™, with 5(d10g n) TOwS
retained, since ||o(*)||; = d; this is leverage score sampling, [SS11], and the computation at the end of

this proof, from the matrix Chernoff inequality of Imported result 2.3, shows that the concentration
bound needs only that the rows are kept independently with p; between min{1, (¢;/ 100)0(k) logn}

7
and min{1, lOOCSJZ(k) logn}. It is here that obliviousness is used, since the oK) defining p; must not
depend on the coins that produced the earlier samples.
Leverage scores are estimated, here and below, by the standard Johnson—Lindenstrauss argu-

ment: since

)

1 2
o) = vz (aTw ) sl
2
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a Gaussian G with O(logn) rows gives |]G(W(k))1/2A(ATW(k)A)_1aZ-(wgk))l/Q||% ~o1 agk) for all
i with probability 1 —n~Y and the n numbers on the left are obtained from O(logn) solves in
ATW®H A, one per row of G(W*))1/2A, followed by one multiplication of A against the O(logn)
solutions. With a solver at accuracy p~ 0 costing O((nnz(A)+d?) log? p) per call, this is O((nnz(A)+
d?) log? p) bit operations, all numbers having O(log p) bits by Item 3.2(1).

The probabilities needed to build the first sample are computed this way with a one-off solver: a
sparse embedding [CW17] of (W (©)1/24 with O(d) rows, applied at O(nnz(A)) bit operations and
a constant factor spectral approximation of ATW (A by the embedding guarantee, preconditions
5(log p) Richardson steps with the dense inverse of its Gram matrix from Imported result 2.2, at
cost O((nnz(A) + MATMULT(d, d, d)) log p); this is the only place the full n-row matrix is touched
by anything other than a matrix vector product. The inverse of the sampled d x d matrix is then

formed once, inside the INITIALIZE of Lemma 3.1 applied to the 6(dlog n) sampled rows, which is
O(MaTMuLr(d, d,d)log p) rather than O(MATMULT(n, d, d) log p).

Item 3.2(1) keeps the sampled matrix of magnitude p®!) throughout by Equation (4), so O(log p)
bits suffice everywhere, and Item 3.2(2) keeps the sampling probabilities themselves accurate be-
tween refreshes, by the 7(W1/2A) ~g5 7(W'V/2 A) fact recorded after Definition 3.2.

An UPDATE is served in two parts. First the new sampling probabilities are recomputed: the
test below needs the current ¢(®)| at constant accuracy only, so it is one Johnson-Lindenstrauss
estimate as above with the structure’s own SOLVE as the solver, at

9) ((nnz(A) + d*) log? p) ,

which also subsumes the O(n) spent reading @w. Second, rows are resampled lazily, as in [LS15,
Algorithm 3]: coordinate i is refreshed only when w;, or the estimate of o;, has moved by more than
a factor of 2 since it was last refreshed, and a refresh changes the maintained matrix only when it
changes the kept status or the scaling of a sampled row. Each such change is a rank one update to
ATSW A: the structure of Lemma 3.1 is run on the kept rows with weights s;w; € [p~!, np], and a
row entering or leaving the sample is a weight change between 0 and s;w;, for which Equation (3)
holds verbatim, the middle matrix being invertible because the updated matrix is positive definite.
So ¢ such changes cost O(MATMULT(d, c, d) log p) through the UPDATE of Lemma 3.1. Bounding
> i Ck, and so turning the second part into an amortized O(d%log p), is what Section 3.4 does;
adding the two parts gives the claimed amortized bound.

The sample of round £ is not drawn afresh: row ¢ is kept or not according to coins flipped at
the round ¢; < k at which it was last refreshed, with the probability pgti) of that round, and the
estimate that decided when to refresh was itself computed against the maintained form, hence from
the earlier coins. It is worth saying why the sampling argument above still covers this. Every SOLVE
of the structure, including the O(logn) internal ones behind each refresh test, is implemented by the
NoIsYSOLVER of Section 3.3, whose output is within total variation distance n =2 of the output of an
ideal solver that is a function of (A, W*) b) and fresh Gaussian noise only, by Imported result 3.2,
and its fixed point implementation, described after Corollary 3.3, fails to meet the hypotheses of
that result with probability at most 2n~* per call. So, at the cost of Q(n™> + 2n~%) < 2Qn~3 in
probability, we may analyze the process in which every estimate is computed by the ideal solver.
In that process the refresh decisions are functions of the weights, which the oblivious adversary
fixed in advance, and of fresh noise, so they are independent of the sampling coins; the sampling

coins of distinct rows are independent; and the refresh rule, together with the 0.1-accuracy of the
() (k)

, ~ within a constant factor of cs0,"" logn, or equal to one, for every i and every

estimates, keeps p

12



(%) (k

round k > t; at which row ¢ has not been refreshed again writing o, ~o.1 0, ) for the estimates,

the rule not having fired between ¢; and k means a( €[1/2,2]0,; () 50
—0.2
k € . t; 1 t;
UZ( ) € [ 5 ,2602:| UE ) - [10,10] O'Z-( ),

and therefore

—0.1

10

(t:) _ .{1 5 }> 41 &
D; min § 1,¢s0, " logn ¢ > min< 1, 100"

az(k) log n} > min {1 s 4k )logn} ,

and symmetrically pl(.ti) < min{1, 1000502@) logn}. So at round k the rows are kept independently,

with probabilities fixed independently of the coins, each at least the probability of leverage score
sampling at the constant ¢;/100 and at most that at 100c;. We now carry out the concentration

computation. Write N = 2 ATW® A and U 2 N_I/Q(wz(k))l/2 so that >, uu; =TI and [Ju;]|3 =
(w (k))1/2 TNLa;(w; (k ))1/2 O',L(k), and Equation (4) is the statement

e Oy < ZS(k uzu =< T

Set
100 1

cslogn ~ 10¢ logn’

1>

R

We write ), S ulu as a sum of independent positive semidefinite matrices of norm at most R.

A row with p( ) = 1 is kept deterministically with Si(i)

N = 1; its term uzui has norm agk) <1,
and we split it into m; 2 [O‘Z(k) /R] equal summands w;u; /m;, each of norm at most R, which are

constant and hence independent of everything. For a row with pz(»ti) < 1, let & € {0, 1} be its coin
and

X; 2 i wgu;
(3 (tz) Wy
b;
so that EX; = w;u; as B¢ = ) , and, since pf ) <1 forces pg ) > > (cs/100)0, (k) logn,
(k)
; 1
)\maX(Xi) < % < 00 =R

p(ti) ~ cslogn

)

The coins of distinct rows are independent, so all summands are independent, and their expectations

sum to Y, uu; =1, Whence Mmin = Mmax = 1 in Imported result 2.3. Apply it with 2 Ol —1

in the upper tall and 5_ 21— e~ in the lower tail. Since In(1+64)=0.1and In(1 —0_) = —0.1,
the two bases are

e+

Aoy &P (64 —0.1(1 4 d4)) = exp (0.9¢"! — 1) < 7005

and

e—0-

(I—5 )0 &P (—6_ +0.1(1—6_)) = exp (1.1e O — 1) < 0004,
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using 0.9¢%! < 0.9947 and 1.1e7%! < 0.9954. Raised to the power 1/R = 10*logn, each is at most

e—4010gn — n—407 SO

Pr [Z Sz(zk)ulu;r %O.l I] < d’I’L_40 + dn_40 < n_g’

as 2d < n?. The complementary event is Equation (4) at round k. The number of kept rows has
mean at most » ; pgti) <100cslogn ), o*gk) = 10%dlog n, and the scalar Chernoff bound for a sum of
independent indicators, Pr[X > 24/] < e=#'/3 for any p/ > EX, at y// 2 108dlogn+301logn gives at
most 2-108dlogn+60logn = 6(dlog n) kept rows except with probability n~!0. Together with the
n~? of the leverage score estimate, a round fails with probability at most n=94+n"24+n"10 < n=8 and
a union bound over the 7y < n rounds and the 2Qn 2 from the coupling give the probability claimed.
On the event that Equation (4) holds, the maintained inverse is a constant factor preconditioner
and SOLVE meets Equation (1), whatever the coins happened to be. What obliviousness is used for
is the weights and not the probabilities: w®) must not be chosen in response to the coins, while
the estimate of o(®) has only to be accurate and, up to the coupling, independent of the coins.

SOLVE runs a fixed number O(logp) of steps of preconditioned Richardson iteration against
the maintained inverse, so that in exact arithmetic it is a linear map of b. The exact operator
applied at each step is ATW®) A, at the cost of one multiplication by A and one by AT, so the
guarantee Equation (1) is with respect to the true matrix, and only the rate of convergence depends
on the sample through Equation (4) and Imported result 2.1. The same holds of the leverage score
estimates the refresh test runs against it, and of anything the caller computes from the output of
SOLVE: the sample only affects how fast the solves converge, not the point they converge to, so
every such quantity is a deterministic function of the inputs up to the requested accuracy, even
though it is computed from a full pass over A while the preconditioner behind SOLVE is built from
O(dlogn) rows.

Since the guarantee is relative and the arithmetic is fixed point, the iteration is run on the scaled
right hand side ¥’ 2 277b, with j the integer for which ||¥/||c € [1/2,1), on numbers with 201log p
bits, and the result is multiplied by 27; for b = 0 the answer 0 is returned directly. As b # 0 has
201og p bits, its largest entry lies in [p~29, p?°), so —20log p < j < 20log p. Write M 2 ATW® A,
The error y; — M~ of the t-th iterate contracts in the M norm at rate ¢ < 1/2 by Equation (4)
and Imported result 2.1, so ||ly¢|lar < 2| M~ ||ar and |yello < 2| M| ||¥']|2 < 2pd"/2, up to the
truncation errors bounded below; the products Ay, W® Ay, and My, have magnitude at most
p3 times this, so every number formed has magnitude below p° < p?° and fits in 201log p bits; the
output 27y has magnitude below p?> and at most 20 log p+201og p—1 < 401log p bits after the point,
so it is a number with 401log p bits as Item 3.1(3) requires, and costs O(log p) per entry to write.
One Richardson step applies A, W*) AT and the maintained d x d inverse, each product being
formed exactly and truncated once to 20 log p bits; each of these O(1) truncations moves a vector
of dimension at most n by at most nt/ 2p=20 in ¢y, and is then amplified by the operators applied
after it, whose norms multiply to at most 2p3, so the step is computed to within O(nl/Qp_N) in 49
and hence within O(n'/2p=165) < p=15 in the M norm, using || M|| < p and p > n. Against

—-1/2

M|y = g1 > o720 2 = P

this is a relative error of at most 2,0_14'5 per step. A contraction of rate ¢ < 1/2 run with

additive error e per step converges to within e/(1 — ¢) < 2e of the exact solution, so O(log p)
steps reach relative accuracy p~—'°, and the truncation errors never move an iterate by more than
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4p~143|| M ~1b/|| or, which justifies the magnitude bound above. The same scaling is used by every
solve the data structure runs; the two inner solves of NOISYSOLVER below, which are asked for
accuracy p~20/(32n") > p=28, run on numbers with 60log p bits instead, which puts the floor of
the same computation below p~°° and changes the cost by a constant factor. O

3.3 Hiding the randomness

Lemma 3.2 assumes an oblivious adversary: its sampling is only valid if the w® handed to round &
are independent of the coin flips used in rounds 1, ...,k —1. This fails as stated for our application,
where w® is computed by the interior point method from the approximate solutions the data
structure itself returned, and where a single leaked bit about which rows were sampled could be
amplified into a weight sequence that forces a refresh every round.

So we ask for two conditions on the interface of Definition 3.1, which together make the updates
oblivious to the sampling:

1. the only outputs of the data structure that depend on the sample are the outputs of SOLVE,
which is the only output at all; anything the caller computes from them is computed from a full
pass over A with the sample entering only as a preconditioner, whose accuracy requirement
is met deterministically;

2. the output of SOLVE is within total variation distance n=3 of a distribution that is a function
of (A, W, b) alone.

The first is exactly the last assertion of Lemma 3.2. The second is achieved by injecting noise into
the solver’s output, following [LS15, Section 5]: SOLVE is implemented as a call to NOISYSOLVER
below, and is then the only channel through which anything about the sampling could leak.

The following is Lemma 16 of [LS15], the NOISYSOLVER, stated there for AT A and applied here
to W1/2A; a linear solver is one whose output is a linear function of its right hand side.

Imported result 3.1. Let S be a Ts-time linear solver for ATW A. The algorithm that, on input
b and accuracy €, returns

A A A A €
Y = Y1 + Qnoise¥Y2, Y1 = S(b, 61), Y2 = S(ATW1/2£a 62)a Qnoise = WHZHHATWA»

with & ~ N(0,1,), €1 = €2/(32n7) and e = €2/(12dn"), is an e-accurate O(nnz(A) + Ts)-time
solver for ATW A.

The following, Theorem 17 of [LS15], is the indistinguishability of the noisy solver from an ideal
one.

Imported result 3.2. Let IDEALSOLVER(b) = (ATWA)™1b + ¢ where ¢ ~ N(0, 2, . (ATWA)~1)
and Pnoise = &I%MH(ATWA)_%HATWA. Then the total variation distance between the outputs of
NOISYSOLVER and IDEALSOLVER is at most n™3; consequently no algorithm making at most n?

calls can distinguish them.

Both statements are for a linear S: the proof of the second uses that ys is a linear image of ¢
and so Gaussian. The noise is a (14 €) perturbation in the AT A norm, so it is absorbed into the
solve tolerance of every statement that consumes the solver, and its distribution depends on the
data structure’s randomness not at all. Since IDEALSOLVER is a deterministic function of (A, W, b)
plus fresh noise, any weight sequence generated from its outputs is independent of the sampling,
and the obliviousness hypothesis of Lemma 3.2 may be dropped.

This gives the guarantee for adaptive weight sequences.
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Corollary 3.3. Lemma 3.2 holds for weight sequences w'®) produced by any algorithm that sees the
data structure only through the operations of Definition 3.1, provided every SOLVE is implemented
by NOISYSOLVER of Imported result 3.1, at the cost of 5(nnz(A) log p) extra bit operations per call;
the failure probability is n=" + 2Qn™3 as in that lemma, with Q now counting the caller’s SOLVE
calls as well.

Proof. By Imported result 3.2 each call is within total variation distance n~3 of IDEALSOLVER, so
by a union bound over the @) calls the whole run may be coupled with a run against IDEALSOLVER,
except with probability 2Qn~2; the internal calls of the structure are already coupled this way in
the proof of Lemma 3.2, so the coupling extends to the caller’s calls at no further cost than counting
them in Q. Under the coupling every w®) is a function of A, of w(® ... w*~1 and of Gaussian
noise independent of the sampling used inside the data structure, so the sequence is oblivious in
the sense required by Lemma 3.2, which applies verbatim. The extra cost per call is one additional
solve and one multiplication by A", and by Imported result 3.1 the accuracy degrades by a constant
factor, absorbed into p~@M), O

Three points concern fixed point; throughout, M 2 ATW A and NoOISYSOLVER is run at accu-
racy € = p~10/2, so that e; = €2/(32n7) > p=28 and ez = €2/(12dn8) > p=2 for p > max(n,27).
First, the output of NOISYSOLVER is formed on the scaled right hand side ¥’ = 277b of the proof
of Lemma 3.2, on numbers with 60log p bits, then truncated to 20log p bits and multiplied by
27 and the run it is coupled with is against 2 Trunc(IDEALSOLVER(Y'),20log p); truncation and
scaling are one map applied to both outputs, and total variation distance does not increase un-
der a common map, so the bound n~3 of Imported result 3.2 is unaffected, whatever the size
of the noise relative to p~2°, and the truncated ideal output is still a function of (A, W,b) and
fresh noise. The truncation moves the scaled output by at most d*/2p=20 in f5, hence by at most
d'/2p=195 < p=18|| M ~1¥/|| 5 in the M norm, by the lower bound ||[M~1¥|[5; > p~'/2/2 displayed
in that proof, so the returned vector is within Equation (1). Second, £ is the only place the al-
gorithm needs randomness of more than O(logn) bits per row: it is sampled with 40log p bits
per entry, that is, the algorithm holds the truncation £ = Trunc(¢, 401log p) of an exact Gaussian
vector &, a discrete distribution sampled with poly(logp) bit operations per entry, on the event
that the entries of ¢ have magnitude below p“?, which has probability 1 — ne " /2. Third, the
fixed point computation is not linear in its right hand side, while Imported result 3.2 is for a

linear S. Let y” 2 Y1 + anOiSGQQATWI/Qf be the output of the exact arithmetic NOISYSOLVER
on b and the exact Gaussian &, with the exact arithmetic Richardson iteration, a linear map
Q2 with [|Qav — M~ 1|y < eo|M~1v||ps for every v, as its inner solver; Imported results 3.1
and 3.2 apply to 3”. The computed output differs from y” in two ways. Replacing £ by £ moves
Onoise@2ATW2¢ by at most 2an0iseHATW1/2(§ -y < 20moisen™/2p™40 < p=48 in the M
norm, since ||ATW1/2z||?\4,1 = 2TWI2AMTATWY22 < ||2)|3 and aneise < €l|yillar/8 < p~2 by
lyillar < 2| M~ ||ar < 2p/2dY/2. The truncations of the inner solves, of the scale ayeise and of the
final sum are each a relative p—°° of the quantity truncated, by the proof of Lemma 3.2 run with
60 log p bits; by the x? tail bound in the proof of Imported result 3.1, ||£]|3 < 16n except with proba-
bility n~*, and then amoisel|y2l|ar < (¢/8n/2)|lyn[[ar-4n'/2(1+e2) < [M 1V ||y, using [[€']|2 < [1€]2,
so these truncations move the output by at most p~#8||M~1¥||,; < p~*7 in the M norm. Altogether
the computed output is within 2047 of 4 in the M norm and hence within p~46 of it in every coor-

dinate, using ||[M~!|| < p. The truncations to 201log p bits of the two then agree unless some coordi-
nate of ¢ lies within p~46 of a multiple of h 2 p~ 2. Coordinate i of 3" is Gaussian with mean (y1);
and standard deviation s; = anoise(QgMQ;)ili/Q > anoisep_1/2/2 > p~ 13, where QQMQ; ~p ML

by the accuracy of the linear Qy and apeise > (€/8n1/2)(1 — )| M~ ||ar > p~ 1 /(64n'/?). For
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a unimodal density f with sup f < 1/s and cells of width h, the maxima of f over the cells sum
to at most 1/h + 2/s, and a d-neighbourhood of a lattice point meets two cells, so the probabil-
ity of landing within § of the lattice hZ is at most 45(1/h + 2/s); with § = p~46 this is at most
4p~46(p?0 + 2p'3) < p~25 per coordinate and p~2* over the d < p coordinates. The truncated
computed output is therefore within total variation distance n™2 +n=% 4+ p=24 < n=3 + 2n=* of
27 Trunc(IDEALSOLVER(Y'), 20 log p), and the excess 2n~* over the imported n~3 is what is charged
per call in the proof of Lemma 3.2; the coupled ideal output remains a function of (A4, W, b) and
fresh noise.

3.4 Overall accounting and adaptive solver interface

Condition 3 of Definition 3.2 converts into a bound on the leverage score mass of the coordinates
that a lazy refresh rule touches over a window of rounds. This bound is the only way the stability
of the sequence enters the cost.

The following corollary bounds the refreshed mass. A refresh schedule is, for each coordinate i,
an increasing sequence of rounds ¢; 1 < t;2 < - -- in the window, the rounds at which the coordinate
is refreshed. It is (n,n’)-triggered, for 0 < n < ', if for every consecutive pair t = t;; < t' = t; j 41
of refresh rounds of a coordinate ¢ the refresh at ¢’ was caused by a movement of at least  and not
by a smaller one:

wgtl) %n wl(t) or Ul(tl) %n al@, while wl(k) Ry wgt) and az(k) Ny agt) fort <k <t.
This is what a lazy rule produces when it refreshes a coordinate at the first round its weight or
leverage score is seen to have moved by about a constant factor, the gap between n and 1’ being
the accuracy of the estimate it acts on.

Corollary 3.4. Let wk0) ... wkot70) pe ¢-leverage stable and let a refresh schedule on this window
be (n,n')-triggered. Then the leverage score mass refreshed over the window, not counting the first
refresh of each coordinate, satisfies

o 30 3n' .22
Sy o) < B

i g>1 n

The same bound holds, up to a constant factor, for a sequence @*0), ... wkotr0) that is ¢-leverage
stable up to noise, with W and its own leverage scores in the trigger conditions, provided n > (.

Proof. Write 6(™) 2 log w1 —log w(™ for the single round increments, so that condition 3 reads
60| m+1) < ¢, and condition 2 with the fact recorded after Definition 3.2 gives 0(™) ~zg; o(m+1).

Fix a consecutive pair ¢ < t’ of refresh rounds of a coordinate i. The second half of the trigger

() e oD

condition, together with o, , gives

o) moyyac o) forevery t <k <Y, (5)

so the leverage score of a coordinate is comparable to its value at the refresh throughout the interval
that ends at that refresh. This is the only comparison between different rounds that the proof uses;
the weights themselves may drift by large factors over the window.

Weight triggers. If the pair is triggered by the weight, then | an_:lt 5§m)\ > n, and by Cauchy—
Schwarz over the t' —t < ry terms,

7720i(tl) <7 § JZ(t’) <5Z(m))2 < 6277'+24TO tlz_:l U§m+1) (5§m))27
m=t m=t
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by Equation (5) at k =m + 1.
Leverage score triggers. Interpolate between consecutive weight vectors along w(s) 2 p(m) g(s—m)s™

for s € [m, m+1], a continuous path through all the weights of the window, with W (s) = diag(w(s)),

M(s) 2 ATW(s)A, o(s) 2 (s )1/24) and P(s) 2 W(s)/2AM (s)~"YATW (s)/2 the projection,

so that 0;(s) = w;(s)a;, M(s)"ta; and P(s )5 = = wi(s)w;(s)(a) M(s)"ta;)%. On [m,m + 1], writing

w2 6(m) | we have EM(S) = —M(s)"*ATW (s) diag(u)AM (s)~", so

> w;(s)uj(a) M(s) " az)? 1 ZP( Vo

—logoi(s) = u; — = U —
ds 0goi(s) = u al M(s)"a; " ai(s)

By Cauchy-Schwarz and }; P(s)?j = 0i(s),

Zal <logal > < 220’z s)u; —1—22 e ZP(S)?J-U]‘

the last step by symmetry of P(s). On [m,m + ] the weights w(s) are within e*¢ of w(™+1)

coordinatewise, so o(s) ~o¢ o™+ and, with D;(s) = Jz< )(Llog 0i(s))?,

m+1
/ ZD s < 46X 5|2, < 4652, (6)

m

If the pair is triggered by the leverage score, then | ftt/ d% log 0;(s) ds| > n, and by Cauchy—Schwarz
in s over an interval of length at most rg,

t/

, t , d 2 /
77201‘(” = TO/ UZG) (dslog Ui(3)> ds < e*" o [ Di(s)ds,
\ t

since agt) < 62’7,+240§m+1) < 2" H4q,(s) for s € [m,m +1] C [t,t].
Summing. For a fixed i the intervals [t; ;,%; j+1) are disjoint, so the sums over m and the

integrals over s belonging to distinct pairs of the same coordinate do not overlap. Summing the
two trigger bounds over all consecutive pairs of all coordinates, and using ¢ < 0.1,

ko+ro—1 m+1
QZZ ) o 20404, Z <H5 IE. +/ ZD )
i j>1 m=kg

< 204 502¢2 < 30637 r2c2.

Nazsy version. A trigger w, ) %y W o) together with @™ ~¢/10 w(™) at both ends forces

#“77—(/5 wlg ), and n — (/5 > 0.8np when n > (; conversely the second half of the trigger

)

condition for @ gives it for w with 1/ + (/5 < 1.21y". The leverage scores of @™ are within e*¢/°
of ¢(™) so the same two implications hold for the leverage score triggers, and the exact bound for
a (0.8n,1.2n)-triggered schedule gives the noisy one up to a constant factor. O

This bounds the quantity left open in Lemma 3.2, and with a restart schedule it proves the
overall guarantee.
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Proof of Theorem 2. By Corollary 3.3 it suffices to prove the statement for an oblivious sequence,
at the cost of the 2Qn =3 in the failure probability and O(nnz(A)log p) per SOLVE already included
in the claimed bounds, so we may apply Lemma 3.2.

Fix a window length ry and restart the data structure, resampling from scratch, every rg rounds.
Inside a window, a coordinate is refreshed when its weight or its estimated leverage score has moved
by more than a factor of 2 since its last refresh, which, the estimates being 0.1-accurate, forces
the exact weight or leverage score to have moved by more than a factor of 2792 > €01 while
until that round the exact quantities had moved by less than a factor of 2¢%? < el: the refresh
schedule is (0.1, 1)-triggered in the sense of Corollary 3.4, and the sequence handed to the structure
is (-leverage stable, or stable up to noise with ( < 0.1 = 7. So the corollary bounds the leverage
score mass of all coordinates refreshed in the window, beyond the first refresh of each at the restart,
by O(r3¢?), where the mass of a refreshed coordinate is measured at the round of its refresh. A
refresh of coordinate 7 at round ', its previous refresh being at ¢, changes the sampled matrix
only if the row is kept before or after the refresh, that is, only if the coin flipped at ¢ or the coin
flipped at t' came up kept; so Y, ¢ is at most twice the number of kept coins among the coins
flipped at the refreshes of the window, plus the number of kept coins flipped at the restart for
coordinates refreshed later in the window. Under the coupling of Lemma 3.2 the refresh schedule
and the probabilities pgt) = min{1, cSEZ(t) logn} are functions of the oblivious weights and of the ideal
solver’s noise, hence independent of the coins, and conditioned on them the coins are independent.
The means of the coins counted, each at most twice, sum to at most twice

t k t/ k
Z p§)+zp§ O)SCseo'llogn Z O-i()—i_zaz( 0)
refreshes (4,t') el refreshes (4,t') icl
< 2¢qe*3logn Z U,L(t/) =0 (r%CQ) )
refreshes (4,t')
where I is the set of coordinates refreshed at least once after the restart, the refreshes summed
over are those after the restart, and agko) < 62‘2U§ti’2) for i € I by Equation (5) applied to the pair
(ko, ti2) with 2n 4+ 2¢ < 2.2, the restart counting as the first refresh ¢;; = ko of every coordinate;
the last step is the mass bound of the corollary. This is the expected count of [LS15, Lemma 15].
A Chernoff bound for independent indicators with this sum of means then gives

Z =0 (r5¢? + logn) (7)
k<rg
with probability at least 1-n~1%, and the additive logn is absorbed below, since MATMULT(d, log n, d) =
O(al‘/§ logn) is inside the per window budget. By superadditivity of MATMULT(d, -, d) in its middle
dimension the UPDATE cost over the window is therefore

N /2
> MarMurr(d, ¢, d) < MATMULT <d, O(r3¢? +logn), d) =0 (:?MATMULT(CZ, d, d)> :

k<ro

on top of the one 6(MATMULT(d, d,d)log p) paid at the restart, with probability at least 1 —n =10
by Equation (7), and with probability at least 1 — n~® in every one of the at most n? windows by
a union bound. The cost bound is therefore a high probability one, as the theorem states, and not
merely a bound in expectation. Balancing MATMuLT(d, d, d)/r¢ against roMATMuULT(d,d,d)/d
gives rg = d*/? and an amortized
5 (MATMULT(d, d,d)
dl /2

log p> =0 <d1/2+‘/§log p) =0 (d2 log p)
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per round, the last two steps by Equation (2), on top of the O((nnz(A) + d?)log? p) per round
spent reading the update vector and re-estimating the leverage scores for the refresh test. The two
together are the amortized

0] ((nnz(A) + d2) log? p)

of Theorem 2, the second log p being the iteration count of the solves inside the estimate, the
first their bit length. Resampling at a restart re-estimates the leverage scores against the solver
the structure already has, at O((nnz(A) + d2)log? p), the sample of the previous window being a
constant factor preconditioner still, by Item 3.2(2), so no later window repeats the dense inverse of
the first round, and the nnz(A) + MATMULT(d, d, d) term is paid once. The failure probability is
n~% per round from the proof of Lemma 3.2, whose union bound was over rounds, so n~% over the
r < n? rounds, plus the 2Qn 3 of its coupling and the n~8 of Equation (7), at most the n=>+2Qn =3
of the theorem. It remains to account for SOLVE, which neither Lemma 3.1 nor Lemma 3.2 charges,
and which Item 2(3) of the theorem does.

Correctness of SOLVE. Let N®*) 2 ATS®W K A be the matrix whose inverse the structure
holds exactly, and ATW &) A the matrix Equation (1) is stated for. These are within a factor
%1 of each other by Equation (4), so (N®*))~! is a constant factor preconditioner for ATW®*) A,
and preconditioned Richardson iteration on ATW®) Ay = b contracts the error in the ATW®) A
norm by a constant factor per step, by Imported result 2.1. The operator applied at each step is
the exact ATW® A, one multiplication by A and one by AT, so the sample enters only through
the contraction rate: what the iteration converges to is the true solution, and Equation Ll) is a
guarantee against AT W®*) A and not against the sampled matrix. Reaching p~ 10 takes O(log p)
steps.

Cost of SOLVE. A step costs one multiplication by A, one by AT, and one by the dense d x d
inverse, so O(nnz(A) + d*) arithmetic operations, each on numbers of O(log p) bits by Item 3.2(1)
and Equation (4). Over O(log p) steps this is

9] ((nnz(4) + d2) log? p)

bit operations, which is Item 2(3); the two logarithms are the iteration count and the bit length,
and it is also what the refresh test inside UPDATE pays for its own estimate, already counted above.

Adaptivity of SOLVE. Every SOLVE is served by NOISYSOLVER of Imported result 3.1, which is
one extra solve, one extra multiplication by A", and the 5(nnz(A) log p) of sampling and rounding
the Gaussian, so a constant factor on the above, within Item 2(3). This is what Corollary 3.3
charges for dropping the obliviousness hypothesis, and it is why the theorem may be stated for an
adaptive sequence. ]

The restart balance is the only place Equation (2) is used, and it is used as [LS15] use it, to
make the square recomputation at a restart fit under the per round budget. Keeping the Woodbury
updates rectangular does not remove it. Suppose the structure held its inverse in factored form, as
the inverse at the last restart plus the accumulated rank one corrections, applying it to a vector in
6(d2 +Cd) after C corrections and never forming a square product between restarts. Every window
still begins by inverting a d x d matrix, at MATMULT(d, d, d), and 6((1l2 + Cd) stays inside the per
round budget only while C' = O(d), which by Equation (7) caps the window at ro = O(d'/2/¢).
The amortized restart cost is then MATMuULT(d, d, d)C/d1/2, the same balance up to the constant
¢, so Equation (2) is needed either way.
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4 Lewis Weights and Potential

Symbol Meaning

q, Lewis weight parameter ¢ = 1 — a € [1/2,2), a = 1/(10log(10n/d)); Lemma 4.2,
Definition 4.2

v regularizer, d/n < v; <1 and ||v||; < 4d; Section 4.1, Lemma 4.2, Definition 4.2

T4(4,v) v-regularized ¢,-Lewis weights of A; Section 4.1, Lemma 4.1

T an estimate of 7, supplied to Lemma 4.2; maintained along the path by Definition 4.6

s(w), My, Lewis map 7(diag(w)'/?~%/94) +v and the quadratic form A" diag(w)'~2/9A behind
it; Equation (8)

€ target accuracy of the estimation routines, distinct from the centrality ¢ of Equa-
tion (11); Lemma 4.1, Lemma 4.2

S, Ts solver supplied to Lemma 4.2, and the cost of one call; Ttem 4.2(6)

T(z), T diag(7(z)) and diag(7T); Definition 4.6

@i (t) log barrier —log(t — ;) — log(u; — t); ®”(x) = diag(¢y (z;)); Lemma 4.3

7(x) 7,(®" (2) "2 A, v); Definition 4.2

I path parameter, from py down to py; Definition 4.3, Lemma 5.10

A potential scale, ©(log(n/¢)/¢); Equation (11), Definition 4.4

y(z,s, 1),y centrality vector of Definition 4.4, and its computed value in a step, Lemma 5.2

U(x,s, 1) centrality potential; Definition 4.4, Lemma 5.8

C, Csiart universal constant of Equation (11), and 10C; Lemma 4.4

v, Chorm step size and norm scale of Equation (11); Definition 4.3, Definition 4.5

lolesoe  lglloc + Crormllglls, where g2 = 2, 7:g%: Definition 4.5

g the dual unit vector of g in || - ||+4oo; Definition 4.5, Definition 5.1

Figure 3: Variables local to the Lewis weights and potential of Section 4.

This section collects everything about the weights of the central path: the regularized Lewis weights
and the two routines that estimate them, the barrier and the parameters of the method, and the
centrality potential that Section 5 drives down one step at a time. All of it is the fixed point
analogue of the regularized Lewis weight central path of [vdBLL™21], transposed to our dimensions
(n rows, d columns, so m — n and n — d there), and with the ¢, exponent there written as g here.
The data structure of Section 3 knows nothing of these weights: it sees only the vector handed to
UPDATE. The estimation routines below read A only through matrix vector products and through
calls of a supplied solver, and the interior point method supplies SOLVE of Definition 3.1 as that
solver.

4.1 Regularized Lewis weights

Definition 4.1. For q € [1/2,2), n x d matriz A with n > d and rank d, and length n positive
vector v with d/n < v; <1 and ||v||; < 4d, the v-regularized {4-Lewis weights of A, T4(A,v) is the
unique vector such that

(A v) =T (diag (14(A, v)) /2t A) +v

The fixed point that defines the weights is reached by a damped iteration that touches A only
through matrix vector products and through linear systems in a quadratic form spectrally close
to the Lewis one. We state it twice. Once from scratch, where the starting point is the all ones
vector and the solver has to be built as well, which is the only place in the paper a dense d x d
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inverse is formed. And once from a coarse estimate 7 of the answer together with a solver for the
quadratic form that estimate induces, which is the form the interior point method calls it in, the
estimate being the previous round’s and the solver being the SOLVE of Definition 3.1. Throughout
this subsection write

s(w) 2, (diag(w)l/Z’l/qA) +v (8)

for the map whose fixed point is 7,(A4,v), and M, ST diag(w)'=2/9A for the quadratic form
behind it, so that ¢;(w) — v; = wil_Q/qaiTMglai.

The two facts about Equation (8) that both routines rest on are Lemma 5.3 and Lemma 5.5
of [vdBLL*21], which transfer the contraction argument of [CP15] to the regularized weights; the

regularizer v is their z.
Imported result 4.1. Let ¢ € (0,2) and w,< € RY, with w =5 <(w) and T =, s(w), and let
w' 2 (w?/1715)4/2 coordinatewise. Then w' R (54m)1—q/21+n S(W') and W' = (54)q/2 w. Moreover any
w R s(w) satisfies w =5 74(A,v).

The static Lewis estimation is the following.

Lemma 4.1. For n > d, given:

1. an n x d matriz A with column rank d and AT A has magnitude at most p,
2. parameter 1/2 < q < 2,

3. wvector v with d/n <wv; <1 and |jv||; < 4d,

4. accuracy 0.1 > ¢ > p~t

we can return an e-approximation to the v-regularized {,-Lewis weights of A, with probability at
least 1 —n~7", in bit complexity

O ((e72 (nnz(A) + d*) + MaTMuLT(d, d, d)) log p log?(1/e)) .

Proof. Set n 2 £/20 and run
2/q—1 a/2
wtt) 2 Trunc <(<w(t)> /i §(t)> , 20log P) ) g R S <w(t)> ) 9)

coordinatewise from w(® 2 1 for L 2 [4log(2logn/e)] steps, where ¢ is the estimate of ¢(w(®)

computed below, and return w®).

Convergence. Let §; be such that w®) ~s, ¢(w®). Since leverage scores lie in [0,1] and v; €
[d/n,1], <(1) € [d/n,2]", so &y < logn. As long as 6; < logn the iterate satisfies w® Rlogn
74(A,v) € [d/n,2]™ by the last part of Imported result 4.1, so w® € [p~2, p|", the untruncated
update has magnitude p©1)| and the truncation in Equation (9) changes each coordinate by a
factor e*?" ", which we absorb into n (it is below 1/100 as € > p~!). The first part of Imported
result 4.1 with |1 — ¢/2| < 3/4 gives

3 3 3\ 3\ €
011 < 1(5t+"7)+77§ 151‘,‘{‘277, SO o < (4> logn + 8n < <4) 10%'”4‘5

for all ¢, which in particular keeps §; < logn throughout. At ¢t = L the first term is at most /2,
so w) ~, g(w(L)), and the last part of Imported result 4.1 turns this into w®) =, 74(A,v). Since

£ < 0.1, L = O(log(1/e) + loglogn) = O(log(1/¢)).
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Estimating ¢(w®). Write D 2 diag(w®)!/2-1/4 and P 2 DAM;(1t>ATD for the projection onto
the column span of DA, so ¢;(w®) —v; = ||Pe;|3. Let G € R¥*™ have independent N(0,1/k)

entries with k 2 [10*n~2logn], and set ?Z(t) 2yt |G Pe;||3. By the Johnson-Lindenstrauss lemma

in its Gaussian form, for each fixed i the event ||GPe;||3 ~, /o ||Pe;3 fails with probability at
most 2e~kn?/100 < n~ 1 50 all n coordinates satisfy it with probability at least 1 — n~?, and then
<® Ny /2 ¢(w®) since adding v; > 0 to both sides can only shrink a ratio. We also use that
|G||% < 2n except with probability e #"/® < n=: k||G||% is a chi-squared variable with kn degrees
of freedom, and Pr[y2, > 2m] < e™/8. The k rows of GP are (Pg;)" for the rows g; of G, and
Pg; = DA (M;(lt) (ATng)> is two matrix vector products with DA at O(nnz(A)) bit operations
and one linear solve in M, ). Summing squares of the k rows costs O(kn), so the estimate costs
O(knnz(A)) bit operations plus k solves.

The solves and their accuracy. Each solve is run by preconditioned Richardson iteration to

relative accuracy
n

100n?2

in the M, norm. The preconditioner is rebuilt at every iterate: apply a sparse embedding
IT with O(d) rows and constant factor spectral guarantee to DA at O(nnz(A)) bit operations,
form the Gram matrix of IIDA at O(MATMULT(d, d,d)) and invert it with Imported result 2.2
at 5(MATMULT(d, d,d)log p); the inverse is a constant factor spectral approximation of M;(lt), SO
O(log(1/6)) = O(log(n/n)) Richardson steps, each one application of M, at O(nnz(A)logp) bit
operations and of the dense inverse at O(d?log p), reach accuracy 6. In fixed point the iteration is
run exactly as the SOLVE in the proof of Lemma 3.2: the right hand side is scaled by a power of
two into [1/2, 1), the numbers have 20 log p bits, and every matrix vector product is formed exactly
and truncated once, so the argument there bounds the relative error of one step by 2p~145, which
is below & > p~1/(2000p?) by a factor of more than p'* and is absorbed into the rate. The residual
error is negligible: the computed j-th row of GP is (DAy;)" with [|g; — M;é)ATngHMw(t) <

3| Pgjll2 < 6l|gjll2, since ||y||Mw(t) = |DAy|l2 and P is a projection; so the row is (Pg;)" + ij

with || fjll2 < 0]|gjll2. Writing a; = (Pgj)i and using >, ai < /2| Pe;]|3 < 2 on the Johnson—
Lindenstrauss event and E](fg)? < 8?||G|)% < 2né?,

1>

4]

1/2 1/2

> (ai+ (F)0)? - Zaf <2 Zaf U D

J J J

< 2.2Y2.(2n)'/%6 4 2n6?

61 n d _n
< 1/25— <7.7<7,((t))
< 6n 100n3/2 — 4 n _’4gi v ’

using § < 1/n in the third step and ¢;(w®) > v; > d/n in the last. Together with the Johnson—
Lindenstrauss error this gives $*) 2, ¢(w®), as Equation (9) requires.

Total. Per iterate: one preconditioner at O(MATMULT(d, d,d)logp), and k = O(e2) solves
at O((nnz(A) + d?)logp log(n/e)) each, plus O(knnz(A)logp) around them. Over the L =
O(log(1/¢)) iterates this is

O ((72 (nnz(A) + d®) log(n/e) + MarMuLr(d, d, d)) log p log(1/e)) ,
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which is the stated bound since log(n/e) < logn - log(1/e) for ¢ < 0.1 and O hides the logn.
The failure probability is at most L(n™® +n~?) < n~7, one Johnson-Lindenstrauss event and one
Frobenius norm event per iterate. ]

Inside the interior point method the estimate of the previous round is already at hand, and
with it a solver, so neither the all ones start nor the dense inverse is needed.
The fixed-point Lewis estimation from a solver is the following.

Lemma 4.2. For n > d, given:

1. an n x d matriz A with column rank d and AT A has magnitude at most p,
parameter 1/2 < q < 2,

vector v with d/n < v; <1 and |jv||; < 4d,

accuracy 0.1 > ¢ > p~t,

a vector T that 0.5-approzimates the weights being estimated, T ~g5 T4(A,v),

SEENERA S

a solver S for a fired d x d matriz M with M ~y5 AT diag(7)'~%/9A, which on input b € R?
returns y with ||y — M~1b|[p < p~ || M 1b|| s in Ts bit operations,

we can return an e-approximation to the v-regularized {,-Lewis weights of A, with probability at
least 1 —n~7, in bit complexity

(0] (5_2 (nnz(A)logp + Ts) logz(l/a‘)) .

Proof. Run the iteration of Equation (9) from w(® S Ffor L2 [4log(4/e)] = O(log(1/e)) steps,
with the solves in M, preconditioned by & instead of by a rebuilt dense inverse.

Convergence. By Item 4.2(5), ¢(T) ~o.5/1-2/¢| S(7¢(A,v)) = 74(A,v) ~.5 T, where the first step
raises the coordinatewise ratio 7/74(A,v) to the power 1 — 2/q inside the quadratic form and the
leverage scores of DA change by at most the factor D changes. As |1 —2/q| < 3 on [1/2,2) this
gives dp < 2, and the recursion of the proof of Lemma 4.1 gives &; < (3/4)! -2 +¢/2 < 2 for all ¢

and 07, < e, so wl) ~, 74(A,v) by Imported result 4.1. The magnitude bookkeeping is as there,
now with w® =y 7,(A4,v).

The one fixed preconditioner suffices. Since every iterate satisfies w®) T4(A,v) Ro5 T,
T jioo(1-2
M) Rosj1-9/g A diag(F)! ™14 o5 M,

the second step being Item 4.2(6). So M is an e® spectral approximation of M, ) at every iterate,
and a constant factor preconditioner is all Richardson iteration needs: O(log(n/n)) steps, each one
application of M, at O(nnz(A)log p) bit operations, its result truncated to the 20log p bits the
solver takes, and one call to S at Ty, reach the relative accuracy & = 1/(100n?) of the proof of
Lemma 4.1, the fixed point bookkeeping being the one there: the residual is scaled into [1/2,1)
before it is handed to S, whose relative error p~!° and the truncation of the residual, of relative size
at most 2p~*5 as in the proof of Lemma 3.2, are both far below § > p~3/2000 and are absorbed
into the rate. At the value ¢ = 1 — a of Definition 4.2 the exponent is |1 — 2/g| < 1.1 and the
constant is below e33. Only the rate at which Richardson contracts depends on M, not the point
it converges to, so M enters as a preconditioner only, and both approximations are asked at the
loose accuracy 0.5; stating Item 4.2(6) at the supplied 7 rather than at the answer is what lets the
caller check it.
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Total. The estimate of g(w(t)), its accuracy, and its failure probability are exactly as in the
proof of Lemma 4.1: k = O(e2) solves and O(knnz(A)logp) bit operations per iterate, each
solve O(log(n/e)) Richardson steps at O(nnz(A)logp + Ts), over L = O(log(1/¢)) iterates, which
is O(e2(nnz(A)log p + Ts)log?(1/¢)) as log(n/e) < logn - log(1/e); the failure probability is
Lin™+n™) <n™". O
4.2 Barrier, weights, and parameters

The barrier of the i-th box constraint [; < z; < w; is

A

gf)i (a:z) — log(aji — ll) — log(ui — :ci),

and @ (z) 2 diag(¢! (z:)).
The barrier is highly self-concordant in the sense of Definition 4.1 of [vdBLL™*21]; the following
is Lemma 4.2 there.

Lemma 4.3. Each ¢; is highly 1-self-concordant on (l;,u;): for allt € (I;,u;),
050 < #7216 ()] < 207 (1), |87 ()] < 667 (1)
Moreover ¢((l; +u;)/2) =0 and ¢! (t) > (u; — 1;) 2.

The fourth derivative bound is what makes the second order expansion of the weights in
Lemma 5.6 valid, and is the reason we cannot work with an arbitrary 1-self-concordant barrier.
One consequence is used repeatedly: if [¢7(t)'/2(t' —t)| < 8 < 1/100 then, since the two distances
to the bounds change by factors in [1 — 3,1 + ],

& (¢) map 07 (), |oi(t) — di(D)] < 2807 (1) (10)
The central path weights are defined as follows.

Definition 4.2. Fiz the Lewis exponent and the reqularizer

A 1

d
—_——— RZ ith — <wv; <1 d < 4d
101log(10n/d)’ vE RS wih S v s Lan lvlh < 4d,

qél—a, o

and define the central path weights at a point x with | <z < u by
r() £ 7 (@"(2)2A0),  T(x) = ding(r(x)).

Since log(10n/d) > log10 we have o < 1/23, so ¢ € [1/2,2) as required by Lemma 4.2,
and the weights are bounded on both sides: d/n < v; < 7(x) < 1+ v; < 2 for every 4, and
I (@)l = d+ ol < 5d.

The weights are stable under rescaling; the following is Lemma 4.22 of [vdBLL"21].

Lemma 4.4. For q € (0,4) and positive diagonal C ~. C' we have T4(CA,v) =y Tq(éA,’U).
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Throughout, C' denotes a sufficiently large universal constant and the algorithm’s parameters
are

@
C’
)\ A C'log(Cn/e?)

€

1>

£

Cé . (11)

1-¢ «
€Y

B d1/2’

Cnorm

A
Cstart = 1007

1>

>

CI'IOI'I’H

i

so that 071 = 5(d1/ 2), as used in Figure 5. The explicit requirements on C that this section
uses are the following. From « < 1/23, ¢ < 1/80 once C' > 4, as Definition 4.3 requires. Next
er = (Cn/e?)® > n'® once C' > 10, which is what converts a polynomial bound on the potential
into e-centrality in Lemma 5.10. And Ae < 3C'logn for n larger than a constant depending on
C, which with Cgat = 10C keeps the initial potential be~low n? in Lemma 5.10. Both v~ =
C*a2log(Cn/e?) = O(log®n) and Chorm = O(logn) are O(1). The remaining constraints on C
are the hidden constants of the imported Lemmas 5.6 to 5.8, which [vdBLL'21] asserts for C
sufficiently large without a value.

The algorithm uses, for each of the parameters of Equation (11) and for «, a number with
40 log p bits within a factor 14 p~3Y of the value displayed; each requirement above is an inequality
with room for such a factor, and we do not distinguish the two in the notation.

The magnitude bound p is, throughout this section, a common bound for the magnitudes of
AT A and of every ATW A the data structure holds, and also for ¢/ (z;)*, u*t, ||A]l, llell2, 11lloo
and ||u||o along the path; we take p > n as well, which together with p = 29(5) is the standing
assumption logn = O(B) on the bit length of the input. Lemma 6.1 gives p = 29(5) and enlarging
p affects only the log p factors of the costs. All arithmetic inside a step is carried out on numbers
with 40log p = O(B) bits, every intermediate result being truncated by Trunc(-,40log p), except
that a right hand side handed to SOLVE is truncated to the 20log p bits of Definition 3.1. Every
quantity a step forms, other than the calls to SOLVE, is a formula in the sense of Lemma 2.2
whose inputs are stored numbers or outputs of SOLVE, whose inputs and intermediate results have
magnitude at most p, and whose divisors and radicands are at least p~!, by Lemma 6.1 with p
enlarged by a constant power; so M = p, and the requirements M < 2¢=! and on the bits before
the decimal point are met. The formulas are of two kinds: an entrywise formula with at most 30
operations and multiplicative depth at most 6, and a sum over the rows of at most 3n products
of two stored numbers, of multiplicative depth 1 and with at most 6n < 6p operations, such as
an entry of ATv or of Ah; an entrywise formula may take sums of the second kind as inputs.
Lemma 2.2 bounds the error of a sum of the second kind by 6p - 2p? - p~4° < p=35, and then that
of an entrywise formula with at most 30 such inputs by

(30p™10 + 30p%) (2p%)° < p~2 (12)

for p > 4000, which is below the 1/(2p) that the lemma requires. A sum of the second kind whose
factors are themselves entrywise formulas, such as an entry of AT ®” (a:)_l/ 24, has inputs off by at
most p~20 each, and Lemma 2.2 bounds its error by
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Every truncation error quoted in Sections 5 and 6 is an instance of Equation (12) or (13), or a
direct application of Lemma 2.2 with M = p, and the proof states the operation count and the
depth of the formula concerned.

4.3 Centrality and the potential

An e-centered point is defined as follows.
Definition 4.3. A triple (z,s,p) with | <z < w and p > 0 is e-centered for € € (0,1/80] if

s + uT(2)9'(x)
W ()2 () /2

1. (Approximate centrality) | lloo <€

2

2. (Dual feasibility) s = Az + c for some z € RY,
€y

norm

3. (Approzimate primal feasibility) | A"z — bll AT (T(2) 0" (2))-1.4)-1 <

The algorithm stores the multiplier z of Item 4.3(2) rather than s; wherever s appears below
it stands for Az + ¢, evaluated in O(nnz(A)) operations when needed. This makes dual feasibility
hold by construction, truncation included.

The centrality potential is the following.

Definition 4.4. For ¢ (t) 2 cosh(At) with X as in Equation (11), and the centrality vector

. A si+ pri(z) (i) AY ,
yl(:c,s,u) - MTi(«T)d’g(mi)l/Q ’ \I’(J},S,p,) - ;w (yz(a;,s,,u)) .

Exact centrality is s + uT'(x)¢'(x) = 0; the denominators rescale each coordinate by the local
Hessian. Since cosh(Ay;) < ¥, a bound ¥ < n!® gives |y;| < log(2n!?)/\ < € for every i by the
choice e*¢ > n'0 in Equation (11), which is Item 4.3(1).

The 7 4 oo norm is the following.

Definition 4.5. For g € R™ and a weight vector T,
1/2
A A
Ig]lr+00 = I9llco + Cromllgll= — llgll- = (Z ng?> :
i

with dual norm ||g||5 ., and g 2 arg max||p||,, =1 hlg.

The step direction is measured in || - ||; 400 because the ¢, part keeps every coordinate inside the
region where the barrier Hessian is stable, while the 7 part is what controls the movement of the
Lewis weights, Lemma 5.7, and hence the work of the data structure. Two elementary comparisons
between the norms are used below: for every g,

lol < I712glloe < G lglloor  Ngllrsow < (14 Cuorm(5)72) llgllr~ (14)

and if 7 ~5 7/ then ||glr1o0 < €2]|9]l+400-
The algorithm stores z exactly, as a vector of numbers with 40 log p bits, but never 7(x) exactly;

it stores the fixed point approximation of Lemma 4.2, run against the SOLVE call of Definition 3.1.
The approximations maintained across steps are the following.
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Definition 4.6. At the start of every call to STEP we hold a point T and a vector T with

H(I)’/(m)l/Q(T—x)H <e T (@),

o
oA A ~
and write T = diag(T).
This is Invariant 4.10 of [vdBLL*21]. There the proxy Z is needed because the iterate lives

implicitly and only O(d) of its coordinates may be read per step; here every coordinate of z is

explicit, so we take T 2z throughout, the first condition holds with slack zero, and T is kept in the
statements only so that they read as in the source. The estimate T is produced by Lemma 4.2 at
accuracy /100 < e (step 2 of Figure 5); the finer accuracy is what step 4 needs, see Lemma 5.2.

5 Effect of One Step

Symbol Meaning

z(© initial point given with the LP data, [+2~F < (0 < 4—278; Theorem 1, Lemma 6.4
T proxy for z inside a step, Definition 4.6; equal to = here, Figure 5

x, sl, su primal iterate and dual slacks, sl —su—c in the range of A; Definition 4.3, Lemma 6.4
z,8 stored dual multiplier and the slack it defines, s = Az + ¢; Item 4.3(2), Figure 5

0 path step size, 6=1 = O(d'/?); Figure 5, Lemma 5.8, Lemma 5.10

Y, g centrality proxy of step 4 of Figure 5, Lemma 5.2, and the admissible direction,

Definition 5.1
G, sk, h*¥) v inside DIRECTION, Figure 6: computed gradient, its normalization, scale, candidate,
certified norm

Qk» Uk inside DIRECTION: values computed on numbers with 40logp bits; proof of
Lemma 5.3

A rescaled matrix f‘l/Qq)”(f)_l/ZA, soAd A= ATW A; Figure 5, Lemma 5.4

01,09, 0, the two solve residuals of a step and their sum; Figure 5, Lemma 5.4

R, Cyalia step-sampling diagonal of [vdBLL"21] and its parameter; R = I here, Section 5

Z,2,8, i the iterate, multiplier, slack and path parameter a step returns; Figure 5, Lemma 5.9

EN N the exact step of Equation (24) and its exact solves; Lemmas 5.4, 5.6, 5.8

153 size of a perturbation in Lemma 5.5; proof of Lemma 5.9

D, diag(c) = ®"(x)~'/2, the barrier scaling of Lemma 5.6; Lemma 5.1, Lemma 5.7

7 (k) k) the path Lewis weights T(m(k)) at round k and their diagonal; Lemma b5.11,

Lemma 6.2

Figure 4: Variables local to the interior point method, its step (Section 5) and initialization (Sec-
tion 6).

This section states the top level guarantees of one step of the interior point method, in the setting
of Section 4, and chains them into the path following bound. Two simplifications are specific to
this version. A step reads and writes all n coordinates explicitly, which the budget nnz(A) > n
per step allows, so the step is never subsampled: the random diagonal R of [vdBLL%21] is the
identity here, and the imported per-step statements, which are in expectation over R there, are
deterministic. And the only errors beyond the analysis there are the p~!0 accuracy of SOLVE and
fixed point truncation; both are handled by one perturbation lemma, Lemma 5.5, which compares
the computed step with the exact step on the same inputs. The section ends with the movement
bounds on the path weights that Section 6 converts into the leverage stability of Definition 3.2.
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A step touches A only through the calls of Definition 3.1 and through O(1) matrix vector
products per solver call, so it costs

9] (7_2 (nnz(A) + d2) log p) + (cost of one UPDATE)

bit operations, the d? being the applications of the maintained inverse inside the SOLVE calls,
including those the Lewis iteration makes, and v~2 = 5(1) the number of Johnson-Lindenstrauss
directions that iteration uses at accuracy v/100; the coordinatewise work of the step, including the
computation of the direction in Lemma 5.3, is O(nlogp) < O(nnz(A)log p) and is absorbed. No
matrix produced inside the data structure is visible here.

No subsampling of the step. Algorithm 1 of [vdBLL*21] multiplies the residual direction 4,
of Figure 5 by a random diagonal R drawn ~f1rom a Clalig-valid distribution, [vdBLL'21, Definition
4.13], because there a step may only touch O(d) coordinates. Here a step already pays nnz(A4) > n,

so we take R 2 I. The identity is Cyaiq-valid for every Cyalia = Chorm: its expectation is I;

the variances of its entries and the deviation ||RS, — 6, |« are zero; E[RZ] = 1 < 27(A); " and
E[R;;Rj;] = 1 < 2 since leverage scores are at most one; and A'RA=A'4 exactly. Consequently
every statement of [vdBLL*21] that is in expectation over R, or holds with probability 1 — d—'°
over R, holds deterministically here, and the imported lemmas below are stated in that form. The
only randomness left in a step is inside SOLVE and inside the Lewis estimate.
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5.1

The step

STEP(z, z, i), with s 2 4z +c:

1

2

~ A
p=(1-0)p.
Set 7 2 x and

~ A " —-1/2

7 = LEWISESTIMATE ( ®"(x) A, q,v,7v/100, SOLVE ) ,
the routine of Lemma 4.2 run with the data structure’s SOLVE as its solver and the previous
round’s 7 as its starting estimate, giving 7 &, /109 7(7)-
Call A

UPDATE(W), w; = Trunc ((ﬁfb;—/(aﬁi))ﬂ , 40log p) for every i € [n],

so that the data structure now holds W ~,1s W 2 T—19"(z)~! by Equation (12), as
w; > p~ ! by Lemma 6.1.

Let _
— A St pTidy (i)
o)
the routine of Figure 6, which returns a fixed point approximation of —’yV\II@)b(?) that is
admissible in the sense of Definition 5.1; in particular ||g||z100 < 7.

g 2 DIRECTION(7, T),

With 4 2 f‘1/2®’/(x)_1/2A, so that 4' 4 = ATW A, solve the two Newton systems by
hi 2 SOLVE <Trunc (AT<I>”(:E)_1/29, 201log p)) , hs 2 SOLVE (Trunc (ATx — b, 201og )) ,
and set

51 2T (2) V2 Ak, 6 2T 0" (2)Y2Ahy, 50 26y + 0o
Set

7 £ Trunc (ac + " (x)"V%(g - 6,), 401og p) , 2 2 Trunc (z + phy, 40log p) ,

so that $2 A2+ ¢ equals s + uT'®" ()26, up to the solve error and the truncation.

A~

return (7, 2)

Figure 5: One step of the path-following algorithm for the primal.

Given an e-centered pair

(r,s = Az + ¢) at path parameter pu, STEP decreases the path parameter by a factor 1 — 6,
refreshes the Lewis-weight estimate and the maintained inverse, and takes one Newton step on
the penalized objective; Lemma 5.9 shows the output is e-centered at the new parameter with
contracted potential.
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Three things about the call order in Figure 5 are worth recording. First, the Lewis estimate of step
2 is made before UPDATE in step 3, so the solver it is handed is the one belonging to the previous
round’s weights; that this solver satisfies Item 4.2(6) is checked in Lemma 5.1 below. Second,
SOLVE is accurate to p~'° in the norm of the held matrix ATWA R 18 ATW A, hence to 3p~10 in
the ATW A norm, and the two places its output enters the step, the direction §, and the multiplier
update phy, are both linear in it; Lemma 5.4 converts the guarantee into coordinatewise bounds on
these two quantities, and Lemma 5.5 shows that perturbations of that size do not disturb centrality
or feasibility. Third, step 3 hands UPDATE the whole weight vector rather than the coordinates that
moved, which costs O(n) < O(nnz(A)) per round and leaves the data structure to decide which of
its rows to refresh, which is the decision Corollary 3.4 counts.
The following lemma shows that the maintained form serves the Lewis estimate.

Lemma 5.1. Let 7' be the estimate of the previous round, x' the previous iterate, and W' =
(T")~1@"(2')~, so that the data structure holds W' ~,-1s W' when step 2 of Figure 5 runs at the
current iterate x. If 7' = 100 T(2') and 19" (22 (z — 2')||oo < 1/100, then 7 and M S ATWA
satisfy Ttems 4.2(5) and 4.2(6) for the matriz D A, D, = ®"(x)~Y/2, whose weights step 2 estimates.
Proof. Ttem 4.2(5) asks 7 ~o5 7(z). By Equation (10) ®”(z)~1/2 ~3/200 " (2')~Y/2, so Lemma 4.4
gives 7(x) ~3/50 T(2') 2y 100 T - Item 4.2(6) asks M =5 (D,A)T diag(7)'=%4D,A. At g=1—a,

1_22_1—|—a:_1_ 2a7
q 1l -« 11—«
S0 q)//(xl)
diag(7)!~*9D? = diag(7') /(=) / (15)

o' () o
the quotient of diagonal matrices being entrywise. The second factor is within e=3/1%0 of the identity
by Equation (10). For the first, d/n < 7;(2') < 5 gives e 1/1%0d/n < 7/ < 6, s0 | log 7!| < log(10n/d),
and with a = 1/(10log(10n/d)) < 1/23,

20 110g 7 < 2 _23 1
1—a 87 =101 —1/23) 110 4

Hence ATW’A and the form of Item 4.2(6) are within e*(1/4+3/100) "and Ar N ,-18 ATW'A adds
p~18 to the exponent, still inside the 0.5 of Item 4.2(6). O

Along the path the hypotheses of Lemma 5.1 are supplied by the previous round: the accuracy
of 7’ by its step 2, and the movement bound by Item 5.6(2) together with Lemma 5.9, as v < 1/100.
The following lemma controls the computed centrality vector.

Lemma 5.2. If (z,s,p) is e-centered and T =, /100 T(z), then the vector § of step 4 satisfies
17— y(z,s, 1)l < /20, truncation included.

Proof. Write a; = si/ (uri(x) @l (x;)1/?) and b; = Oh(x:) /¢! (x:)Y?, s0 yi = a; + by, |bi| < 1 by
Lemma 4.3, and |a;| < |y;| + 1 < 1+ € by centrality. Only the first term depends on 7, and

7 — vil = |a| .

)

Each entry of 7 is a formula in the stored numbers z;, l;, u;, pt, 74, ¢; and the sum (Az);, with at most
20 operations, namely the two distances to the bounds, their reciprocals and squared reciprocals
for ¢, and ¢!, one square root, four products and one quotient, of multiplicative depth 5; so
Equation (12) bounds the truncation error by p=2° < /100 per entry. O
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5.2 Direction finding

The exact direction —yV ¥ (7)™ of [vdBLL*21] is the maximizer of a linear functional over the unit
ball of || -||7100; it is not a rational function of ¥ and 7, and in fixed point only a near maximizer can
be formed. The progress analysis uses the direction through the three properties below only, and
tolerates a constant fraction of the margin «/4 that the imported proof has, so a near maximizer
suffices.

An admissible direction is defined as follows.

Definition 5.1. Given 57 € R™ and a positive T € R™, a vector g € R™ is an admissible direction
at (y,7) if

1 lgllF+00 <v;

2. ¢;VU(y); <0 for every i € [n];

3. =VU(@) g = (1-a/16)y V@£ -

The exact direction is admissible with 0 in place of a/16: Item 5.1(1) holds with equality
by Definition 4.5, Item 5.1(3) is the definition of the dual norm, and Item 5.1(2) holds for the
maximizer because flipping the sign of a coordinate of h that disagrees in sign with VU (7); leaves
|A||#100 unchanged and does not decrease h' V¥ (7).
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DIRECTION(Y, 7), all arithmetic on numbers with 40log p bits, every intermediate result trun-
cated by Trunc(-,40log p); a tilde marks a quantity computed this way, so g is the computed
value of 7" h(¥) and 7y, that of ||hF)||=, .

1. If y = 0, return 0. Otherwise let j be the integer with 27771 < [|7|lec < 277, and for
every i compute a number g; with 40log p bits such that |[g; — 2/ Asinh(\y;)| < p=2, as
Ji = Trunc(Trunc(Az;) S;, 40log p) with z; 2 277, and S; the partial sum of the Taylor
series of sinh(t)/t at t = Trunc(A\y;, 40log p) with [6Ae + 40log p]| terms.

2. Normalize and threshold: m; 2 Trunc(|gi|/||9]|cc, 401og p), then 7; 2 0 wherever m; < p 1.

3. Let n be a number with 40log p bits in [«/128, a/64] and K 2 51201 log(12p'?)]. Set
S0 2 Trunc(p=2,401og p), Ski1 2 Trunc((1+4n)sk, 40log p) for k < K, and for every k < K

form
hz('k) 2 min <1, Slim> , VL 2 v+ p 17,
T

the computed norm shifted up so that v > ||hF) |4 .

4. Let k* maximize g /vy over k, comparing two fractions by cross multiplication, and write
Ak A
h=h s VU = Vpx.

5. return g with g; 2 sgn(g;) Trunc(yh;/v, 401og p).

Figure 6: Computing the step direction in fixed point. Up to scale, the maximizer of ' h over the
unit ball of ||- |70 has the form h; = min(1, sm; /7;) for a single scalar s, and the ratio 7' h/||h||5100
is scale free, so no constraint has to be solved: the geometric sequence sj replaces the exact s by
one within a factor 1+ 7, and the final normalization by v makes Item 5.1(1) hold exactly.

The following lemma shows that DIRECTION computes an admissible direction.

Lemma 5.3. Let (z,s,4) be e-centered with W(x, s, p) < n'0, let 7 ~.y 100 T(x), and let § be the
vector of step 4 of Figure 5. Then DIRECTION(Y, T) returns an admissible direction at (J,7), using
O(nlogp) bit operations.

Proof. Write p 2 V¥(y), so p; = Asinh(A\y;), let U 2 {h :||h]|7100 < 1}, and abbreviate

* A *
10 20 20 = max, B
As noted after Definition 4.4, U < n!Y gives |y;| < ¢, so |7;| < e +7/20 < 2¢ by Lemma 5.2 and, by
Equation (11),

€2

20
Ipi] < Ae = A <C'n> _ 00,

and d/(2n) < 7; < 6 as in the proof of Lemma 5.1. So every quantity below has magnitude P and
occupies O(log p) bits. Two facts about the dual norm are used repeatedly. Since U is symmetric
under sign changes of coordinates,

P24 = maix > [pil 1] (16)
(2
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so the dual norm is monotone in |p| entrywise, and [[p—p'||Z, ., < [l[p—p'[l1 because |[A[|c < 1 on U.

And testing h = e;/||ei||7100 for the ¢ maximizing |p;|, where ||ei||7100 =1+ C’nomﬂ'il/2 < 4Chorm,

ol > Al o llplh
T+OO - 4CHOI‘1T1 - 4nCnorm

(17)

The gradient, step 1. If § = 0 then p = 0, and g = 0 is admissible. Otherwise Items 5.1(2)
and 5.1(3) are unchanged when p is scaled by a positive constant, so it suffices to prove them for
D= 2 9j p. Write z; 2 9j @Z, which is an exact shift of a stored number since j > 0, with |z;| < 1 and
|z]lco > 1/2, and S(t) = smh( )/t = 1sot?/(2k + 1)1, so that p; = Az;S(t;) for t; 2 A\y,;, and
1 < S(t) < elfl. Here |t;] < 2)\e and ee = pO) < p once p is enlarged by a constant power as
agreed after Equation (11), so ||p]lc > A/2 and every quantity below is at most p in magnitude.
The computed £; = Trunc(\F;, 40 log p) is within p=*° of t;, and ¢ 2 Trunc(i?, 401og p) within 3p=3
of t2. The partial sum S; is formed as by 2 1, by = Trunc(Trunc(bg_1¢;)/(2k(2k + 1)), 401og p)
and §; 2 Trunc(d_y< e bx) with K = [6Ae + 401log p], the sum accumulated left to right. This
recurrence has multiplicative depth K, for which the bound of Lemma 2.2 is too coarse, so we
bound its error directly. Let [ 2 c¥/(2k + 1)! be the exact terms at ¢; and ey, 2 |b, — Bk|; then
eo = 0 and ey, < rpep—1 +2p~ 40 with 7, 2 c;/(2k(2k + 1)), since the product is off by c;ex_1 + p~*°
and the division by an integer at least 2 does not increase this before its own truncation. Unrolling,

k—m

< 9y 10 , — 9,40 5k P10 i < 9039
er < 2p° mz:o /H+1TZ 2p Z k+1)1£2<1?€< B0k —m)) <2ep P (k+1),
r=m

using (2k+1)!/(2m~+1)! > (2(k—m))land .15, ' /(25)! = cosh(c/?) < eliltl < ep asc; < 2+1.

Hence |§i*2k<K Brl <3 percernt+Kp 10 <2e(K+1)2p739 < p736 as K+1 < p. Next, >, Bk

differs from 3", <y t2%/(2k+1)! by at most |¢; — 2| 32, kuF~1/(2k+1)! < 3p73 cosh(u!/?) < 3ep™8

for some u between ¢; and t2, and the tail of the series of S(t;) after K terms is at most p~*%: for

k > K/2 > 3)\e the ratio of consecutive terms is t2/(2k(2k + 1)) < 1/9, so the term at K is at

most 37K cosh(t;) < p~439 . p and the tail at most 9/8 of it. Altogether |S; — S(t;)| < 2p~36, and
= Trunc(Trunc(Az;)S;) is within

PO (1) 4 p-2p730 4 10 < 20

of \z;S(t;) = p;, as step 1 requires. In particular ||glco > A/2—p~20 > 1/4, s0 g # 0. We work with
g in place of p and charge the difference at the end: wherever [g;| > p71°(|7|loc > p~'0/4 > p=20,
which is the case wherever step 2 leaves m; > 0 since the truncation there is toward zero, the sign of
gi is that of py; and since [[g — pl|* < [[g — pll1 < np~?° while [|5l|* > [|Bl|oo/(4Chorm) > 1/(8Cuomm)
by Equation (17),

11" > (1 = 8nChormp™ ") IDII" > (1 = p~'7) |IP]I",

using p > n > 8Chorm-

Normalization and thresholding, step 2. Let 7 = 191/ |9llc € [0,1]", a vector with a unit entry,
5o ||[7||* > 1/(4Chorm) by Equation (17). Each ; differs from 7; by at most p~2° from the truncation
to 40log p bits, one operation on stored numbers in Equation (12), and by at most p~1° from the
thresholding, so, using p > n > Chorm,

I =7l < 20p™ <207 < 8Chomp™® |TI" < 7% 17"

34



Hence, for every h € U, ®'h > 7 h — p~8||7||*, and ||7||* > (1 — p~®)||7|*: a vector h € U with
7 h > (1—7)|x||* has T h > (1 — ' — 2p~8)||7||*. The nonzero entries of 7 lie in [p~'°, 1], and
7; > 0 implies g; # 0. Since —g' g = 7||glloo @ ' h/v up to the final truncation and ||g]|* = ||g]|oo|I7|*,
it remains to find h > 0 with h; = 0 wherever m; = 0 and
T
' h o _
> (12 =) lnll" (18)

[172]|74-00 32

Structure of the maximizer, in exact arithmetic. By Equation (16) the maximizer defining ||7|*
may be taken nonnegative, and setting to 0 its coordinates with 7; = 0 leaves ' h unchanged and
does not increase the norm. As m' h and ||h||74e are both homogeneous of degree one,

T

h
7 ]|* = max {”

2 :h >0, h#0, h; =0 wherever 7; = 0} , (19)
T+oo

and only the direction of h matters. Let h* attain the maximum, scaled so that ||h*||.c = 1, and

put a* 2 Chorm|/*||z. Then h* maximizes 7' h over {h > 0 : ||hllsc < 1, Cuorm| Rz < a*}, since
every h in this set has
7 h < |7 Al < 7" (14 a*) = 7" h%.

This is a linear objective over the intersection of a box with an ellipsoid, a convex program with
a strictly feasible point, so the Karush-Kuhn—Tucker conditions hold at h*: for some multiplier
€ > 0 of the ellipsoid constraint, h} = min(1,m;/(2£7;)) for every ¢ with m; > 0 when £ > 0, and
h} =1 for every such ¢ when £ = 0. For s € (0, oo] write

. Th(s)

hl(s) £ min <1, 8~m> , r(s) & TR ,
Ti Hh(S) H?—Jroo

so that h* = h(*") with s* = 1/(2€), or s* = oo, and r(s*) = ||7||*.

The range of s. Let Spin 2 Min.qr; >0 7;/7 and Smax = MaX;.r,>07:/Ti. For s < Smin NO
coordinate is capped and h(®) = Sm/T, 80 7(8) = r(Smin); for § > Smax every coordinate with 7; > 0
is capped and h(®) = p() g0 7(s) = 7(Smax). Hence s* may be taken in [Smin, Smax|. As the nonzero
m; lie in [p719,1], d/(2n) <7, <6 and p > n > 2,

d 2

SminZ%ZP s Smax < 6p

10

Monotonicity in s. Since min(1,cz) < cmin(1,z) for ¢ > 1 and z > 0, for ¢ > 1

R < ples) < epl® entrywise, (20)

and as 7' h and ||h||z1e are monotone and homogeneous on h > 0,

wTh)  r(s)

- r(cs)
>

>
O

r(cs) fore>1: (21)

) H?Jroo
changing s by a factor ¢ changes r by at most the factor c.

The sequence s;. The computed s differs from (1 4 7)sg by less than p~2°, two operations
of depth one in Equation (12), and by induction

2_p720>/77

)
S >80 = p Z 5
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so with o = 1/(101log(10n/d)) > p~ 1,

—18 o
(1+555) s < Q+m (1=2") s S s < (14 2 ) s

Hence sg < p~2 < Smin < 5%, and, by log(1 +t) > ¢/2 for t < 1 and the choice of K,
>(1+7> L>aK/5127>1212‘L_2:610>5 S g%
=T as6) 2 < g = P g TOP = tmax =
So the first & with sy > s has

% S (1 + 64) SF-1 < (1 + 64)

and Equation (21) gives

rop) 2 Tz (1= o)l (22)

Truncation of the candidates, step 3. Fix k and write h 2 p(sK), The computed hf;k) is min(1,-)
of the truncated quotient of the truncated product sim; by 7;; both truncations are toward zero on
nonnegative quantities, each by less than p~°, and the division by 7; > p~2 amplifies the error of
the product by at most p?, so

0<h;— hE’“) < p~40 (1 +p2) <17
and hl(-k) = 0 wherever m; = 0. Changing h by at most p~!” per entry changes 7'h by at most

np~ 7 and ||h|z400 by at most p~'7(1 + Chorm(6d)'/?), both at most p~'°. On the other side, for
the 79 with m;, = 1,

-2
oo (1L2) 22250 w0 wE R [l 2 [l 2
0
Hence
(=) hsa m® <aTh (1) [y < A9 < [l

The computed gj is the sum of the n products mhl(k) of stored numbers, a formula with 2n < 2p
operations of multiplicative depth 1 on numbers of magnitude at most p, so Lemma 2.2 with
M = p and ¢ = 40log p puts it within 2p - 2p? - p=40 = 4p=37 of 7" h¥). For 7, the radicand
> ﬁ-(hgk))Z is a formula with 3n < 3p operations of depth 2 on stored numbers, so it is off by at
most 3p - (2p?)% - p~4 = 12p=3 by the same lemma; it is at least ﬁo(h( )) >p 2. p76/4 > p_
so the square root, whose derivative is at most ,045 /2 there, is off by at most 6p 305 4 p=4
and the product with Cporm < p and the sum with the exact maximum ||h k)||oo leave 1, Wlthln
p~40 4 p (6p7305 + p=40) + 29740 < p=17 of || A(M)]|z s hence

Hh(k) yop71T,

T+oo

< < [

T+o0
and against the lower bounds p=2/2 on ' A¥) and ||h(¥)||z, . both

71 h(k) q

” and Z—Z liein  [(1—p ") r(sk), (L+p ") r(sp)]- (23)
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The selection, steps 4 and 5. The cross multiplication compares gxvg with ggvy, products of
numbers with 40log p bits that are exact on 80logp bits, so k* maximizes g /v, exactly, and by
Equation (23) at k* and at k£ and Equation (22),

_ 112 Gk 12 G5
h s e )2 (- B oy B
and

_117\2 OF; - - «
(L=p)? L= (1= o) () = (1= o =07 Il
k

which is Equation (18) for h/v. Finally

Yh;
V )

- Whlzeso _

vhi
o = Trune (2% 4010 ) < 0 gl < Wm0 o

which is Item 5.1(1), and h; = 0 where m; = 0 while sgn(g;) = —sgn(g;) = —sgn(p;) = —sgn(p;)
elsewhere, which is Item 5.1(2). The truncation toward zero, two operations of depth two in
Equation (12), lowers each |g;| by at most p~2° and so Y, |gi| |¢g:| by at most

1p”||Glloo < 4Cuormp™ |G1* < o~ ylG]",
so that

~ « - - - %
~glg> (1—@—p 102578 —p ")ﬂlgl\ :

Passing from § to p: on the support of g the signs agree and |p;| > [g;| — p=%°, so
—p'g>—-g"g—np v > =g g — 16nCrormp *[GII* > =" g — p~AII71I",

using [[G1° > [3llse/(4Chorm) > 1/(16Chorm) and p > 1> 16Chorm, and [glJ* > (1—p~17) 5] from
step 1. Collecting the losses of the normalization, the gradient and the truncation,

A _ a _ _ .
—plg=(1-p") (1—*—p 1 —2p7% -2 17)7”}0”

64
and a a
(1 p‘”)(l 64_p—10_2p8 2 17)21_@_p_721_ﬁ’
SO - a s
57> (1= )l

which is Ttem 5.1(3) for p, hence for p = 277p.

Cost. Step 1is O(nK) = O(n(Ae+log p)) = O(nlog p) operations, as Xe < 3C'logn and p > n;
step 2 is O(n), and step 3 is K +1 = O(a"!logp) = O(lognlogp) candidates at O(n + log p)
operations each, all on numbers with 40log p bits: 5(71 log p) bit operations in total, within the
budget of a step. O

5.3 Centrality and feasibility

The following lemma bounds the solve error in the step.
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Lemma 5.4. In step 5 of Figure 5 let h; 2 (ATWA)_lbj be the exact solutions for the right hand

sides by = ATQ)”(ﬂs)_I/Qg and by = ATz — b, and let 0%, 0, be formed from them as d;,06, are from
hj. If (x,s, 1) is e-centered, T = 100 T(x) and ||g||z1e0 < 7, then

123l aTwa <7 1Pl amwa <7,
and, for the outputs of SOLVE,

<6 (ﬁ)l/z pflO’y.

. 2 = v1/2) 7! .
_ < _ - _
|6, — o] 12( ) P, H(uT@ (z) ) A (phy — phy)

o0

Proof. For any e € R%, T~19"(2)"Y/2Ae = T~/2Ae and
[Aell, = eTA" Ae = llel3rypa

so every coordinate of T~1®" ()12 Ae is at most 7~'Z-_1/2H6HATWA < 2(n/d)"?|le|| 4Ty 4, using 7; >
e~7/190q /n. Both displayed bounds follow by taking e = h; — h% once |le]l gty a < 3p7 OB o a
is shown and the two norms [|h}[| 4Ty 4 are bounded by v. For the first, write H 2 ATwA
and H 2 ATW A for the matrix the data structure holds after step 3, so that a ~,-18 H and
Equation (1) reads ||h; — ﬁflijﬁ < p19bj|| 5-1. For symmetric positive definite H ~s H and
any b, b1 < e/2bly -+ and

-1y -1 _ 1/25-1g71/2 _ ~1/2 5 _ -
] = ) ()
so with § = p~18 and [|bj|| -1 = 17511

s = Bl < €2 ||y = B0 || B0 = B < (50704 1) (3, < 370 B

_ For hi: by = ATfl/Qg, so Aht = Pfl/Qg with P the orthogonal projection onto the range of

Iillarwa = P72, < |T%]), = ol < Z—
For hs: |[h3]% 4 = (AT —b)T(ATWA) " (ATz — b), and
W= (fq’"(w)) B ~y 00 (T(@)®"(2))
SO
P31 arya < €72 HAT”" B bH(AT(T(x)@/(x))—lA)—I = 67/200& =7
by Item 4.3(3). -

The following lemma bounds the effect of perturbations on centrality and feasibility.

Lemma 5.5. Let s = Az + c with V(z, s, 1) < n'Y, and let o', 2 satisfy

<p

[e.9]

0@ 26— 2| <5 H(unw@"(:c)l/?)1A<z’—z>

o0

for some 8 < 1/100, and put s’ 2 A2 +c. Then
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1. W(al, s, p) < e (x, s, p1);

> HAT%I - bH(AT(T@,)@,,@,)),M),I <e” (HAT% - bH(AT(T@)q)u(x))AA),l + (5d)" 2/3) ;

3. s is dual feasible.

Proof. By Equation (10), ®"(2') a5 ®"(z) and |¢(z]) — ¢l(z:)| < 2847 (2:)"/?; by Lemma 4.4
applied to CI)”(x’)_l/2 Ri34/2 <I>”(:C)_1/2, 7(2') ~ep T().

For Ttem 5.5(1), write y; = a; + b; with a; = s;/(ur;(2)d! (2:)V/?) and b; = ¢ (x;)/ ) (x:)'/?,
and y! = a + b} likewise at (2/,s). From cosh(Ay;) < n'0, |y;| < log(2n'®)/X < 1, so |a;| < 2 and
|b;| < 1. The numerator of a} is s; + (A(z’ — 2));, and the second summand is at most 3 times the
denominator of a;; the denominator of a} is within eE758 of that of a;. Hence

@i —ail < 2+8) (7P —1) + B <188, |l —bi| < (497~ 1) +28¢"% < 4B,
so |y} — yi| < 223. Finally
cosh(a + b) = cosha cosh b+ sinh asinh b < cosh(a) ],

so Y(yh) < ¥(y;)e?* P for every i, and summing gives Ttem 5.5(1).
For Item 5.5(2) put D = T(x)®"(x) and D’ £ T(2")®"(2"), so D' =g D, and the two norms

in the statement are within e**5? of each other. By the triangle inequality it remains to bound

IAT (@' = 2)|| (a7 p-1.4)-1, and with r = 2/ — z,

2 T -1 2

|7 = (D) DV2A(ATDT1A) ATDTV2 (D) < || V|

(ATDflA)fl - ’

2

because the middle matrix is an orthogonal projection, and

HD1/2TH2 = 7i(x)ef (x:)r] < 5dB°

]

by ||7(x)||1 < 5d. Item 5.5(3) is the definition of s'. O

5.4 Per-step bounds and progress

We now import the per-step analysis. To separate what is imported from what is new, define the
eract step on the inputs of STEP and the direction g of its step 4 as the pair

fv\* éﬂ:—k@”(ﬂ:)*lﬂ (g—10r), 2 z + phi, §* éAE*—Fc:S-i-uf@”(a:)lm&f, (24)
that is, steps 5 and 6 with exact solves and no truncation. The exact step is Algorithm 1
of [vdBLL*21] with R =1, T = z and 7 = 7, and the three lemmas below are its analysis there,
stated for R = I. Their hypotheses are those of Definitions 4.3 and 4.6 together with ||g|/z100 < 73
the source states the norm bound on g in || - |(z)400, Which differs from || - [lz4o by the factor
€729 of Equation (14), absorbed by the O(y) slack of the statements.

The bounds on the exact step are Lemmas 4.29, 4.31 and 4.33 of [vdBLL*21].

Lemma 5.6. Let (x,s,p) be e-centered, let T = x,T satisfy Definition 4.6, let ||g||7100 < 7, and let
5y 2 7* — x, ¢ 2 " (x)~1/2, D, 2 diag(c), . 2 O"(3*) 2 — " (x)" V2, and T 2 7(z). Then
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L 1D 8 llr oo < 7 + O((€ + Crgun) )

2. ID: ' 0zlloe S v and ||D ' oclloo S 5

3. 1D dcllr4o0 < 7+ O((€ + Cigrm)7);

4. 1D202 | r00 S 7

5. D6z | pey S v/ Cuorm, where P = Z(ZTX)_IZT and P®) is its entrywise square.

Because 6. is y-bounded in the sense of [vdBLL ™21, Definition 4.23], the Jacobian bounds for
the regularized Lewis weight map transfer these bounds to the weights themselves. This is the 7
statement referred to in Section 3, at the value ¢ = 1 — « of Definition 4.2.

The movement of 7, in one exact step is Lemmas 4.20 and 4.35 of [vdBLL*21].

Lemma 5.7. In the setting of Lemma 5.6, let . 2 T(z*) — 7(x), T 2 T(z), and let J be the
Jacobian of ¢ — 14(diag(c)A,v) at c. Then

LT 10 loe S5

2. |IT7H(87 — J0e)lr+00 S5

3N T Ih] 100 S IIDZ R 7400 for every b € R™.
Consequently [|T16; ||l r400 S -

TItem 5.7(3) is the decomposition T~'JD. = A + K of [vdBLL*21, Lemma 4.20] into a diagonal
0 = A =< I and a matrix K with ||Kh|sx S ||h]lec and ||[KR|l> S |2l pe < R+, the last step
by Cauchy—Schwarz and Pfj = P;; < 7;. The consequence is Items 5.7(2) and 5.7(3) applied to
h = 0c, with Item 5.6(3).

The progress of the exact step with an admissible direction follows Lemmas 4.38, 4.39 and

Corollary 4.40 of [vdBLL*21], with the hypothesis on the direction relaxed.

Lemma 5.8. In the setting of Lemma 5.6, suppose moreover that ||y —y(x, s, p)|leo < /20, that g
is an admissible direction at (g, T) in the sense of Definition 5.1, and let 1 = (1 — 0)pu. Then 3* is
dual feasible,

ATA*_ H < €Y
H b (AT(T(@")%" (@)1 A) "1 ~ 2Chorm

and
U(z*, 5%, 1) < (1 —k)V(x,s,p1)+n.

Proof. Write y 2 y(x, s, 1), ¥/ (y); = Asinh(Ay;) and 9" (y); = A cosh(Ayy), so that V(y) = ¢/(y),
and abbreviate || - ||* £ | %, o and U £ {h : ||hll7100 < 1}. Dual feasibility and the feasibility
bound are [vdBLL"21, Lemma 4.38], and [vdBLL 21, Lemma 4.39] gives, for a universal constant
C2,
P e S / T o ! * AT *
VE ) < W) +0') g+ (1 F) IV @) + eI W)l (25)

Both statements use g only through ||g||71e0 < 7, which is Item 5.1(1); the direction enters
Lemma 4.39 there only through the term v/(y)"g, which is kept explicit in Equation (25). The
source then bounds this term for the exact maximizer by [vdBLN'20, Lemma 4.36] (the argument
is [vdBLL*21, Corollary 4.40]); we rerun that argument with Items 5.1(2) and 5.1(3) in place of
the maximizer.
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The elementary inequality. For a > 0 and [¢t| < ¢’ < 1/5, expanding sinh(a+t) = sinh(a) cosh(t)+
cosh(a) sinh(¢) with cosh(t) > 1, sinh(¢) > —sinh(¢’) > —2¢" and cosh(a) < sinh(a) + 1 gives

sinh(a +t) > (1 — 26') sinh(a) — 24" (26)

Let § 2 v/20, so that \é < 1/5 by Equation (11), and write p 2 V(7).
The correlation with ¢/(y). Fix ¢ with g; # 0; by Item 5.1(2), p; # 0 and g; has the sign opposite

to g;, so with a 2 Ay;| and ¢ 2 Asgn(y;)(yi —7;), |t| < AJ, Equation (26) gives
—'(y)igi = |gi| Asinh(a + ) > (1 — 2X8) |gi| |pi| — 27?0 |gi.

Summing over ¢ and using Item 5.1(3) together with ||g|[1 < nl/g]|e < n7,

—/(y) "9 > (1-2)9) (1= 1) llpll* — 2X%7m. (27)

Next, [|p||* is compared with ||¢'(y)|*. By Equation (16) the dual norm is maxsep >, |pillhil;

for the maximizer h of ¢'(y), Equation (26) with a = AMyi| and ¢ = M7;| = |vil) gives |pi| >
(1 —20)|¢' (y)i| — 2A%5, and since ||h]joo <1 on U,

Ipl* = Ipil kil = (1 =228 |4/ ()| — 2A%6n.

Substituting into Equation (27) and using 4\d = \y/5 < a/(5C?),

A )\22
VwTa< - (1- 1= )l + 21 (28)

The second order term. Entrywise
' (y)i = 22 cosh(Ay;) < A W)/(?J)z‘ 2,

so by the monotonicity of the dual norm in the absolute values and ||1||* < n,

(07

VW I < eady - A9 W)II* + e2X?yPn < IO+ caA*yn,

using ca\y = coa/C? < /32 for C > 32c¢s.
Collecting. Equations (25), (28) and the last display give

o ox Ay ] 1
B < Vs (1 D)ol + (et 3 ) o

« N 1
< W)= SV WI + (ca 5 ) 22070

Finally ||¢/(y)||* is converted into the potential. Since [|A||7100 < ||h]looll1]7 100 and

4 d1/2
115400 = 1 4 CoomlIFI1/% < 1+ Cromm (6d)/2 < 4Chormd*/? = CT

the vector h 2 a sgn (v’ (y))/(4CdY?) lies in U and gives [|[v'(y)||* > allv’(y)||l1/(4Cd"/?), while
|Asinh(Ay;)| > A(cosh(Ay;)—1) gives [|¢/(y)|l1 > A¥(x, s, 1) —An. Hence, with k = a?\y/(32Cd/?),

1
("5 0) < (1—k)Y(x,s,u)+rn+ <62 + 5) NaZn < (1 — k) U(z,s,p1) +n,
since k < A\y/32 < 1/256 and (co +1/5)A2y% < (1/32+41/40)/8 by Ay < 1/8 and ca\y < 1/32. O
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The following lemma is the guarantee for the computed step.

Lemma 5.9. Let (z,5 = Az + ¢, ) be e-centered with V(x,s,u) < n?, and let the estimate T of
step 2 and the SOLVE calls of step 5 meet their guarantees. Then the output (T,Zz) of STEP(z,z, i)
satisfies

|o" @2 @ -7

—1
(AT @)2) A<2—?>H <oy,

(e 9]

<p '
o
and, with § = AZ + ¢, the triple (Z,5, 1) is e-centered and
V(7,5,0) < (1 - g) U(z, s, 1) + 2n.

Proof. Step 2 gives T 2, /1099 7(7), so Definition 4.6 holds, Lemma 5.2 supplies the hypothesis on
7 of Lemma 5.8, and Lemma 5.3, applicable as ¥ < n? < n'0, shows that the g of step 4 is an
admissible direction, which is the remaining hypothesis of Lemma 5.8; in particular ||g]|7100 < 7,
as Lemmas 5.6 and 5.4 require.

The two displayed bounds. By Equation (24), Z — 2* = ®"(2)~/2(65 — §,) + rp and 2 — 2* =
w(h1—hy)+r,, where 5, 7, collect the truncation. The solve error terms are bounded by Lemma 5.4:
the first by 12(n/d)"/2p=10 < 12p=95~ as p > n, and the second by 6(n/d)'/?p~%y in the norm
with pT®” (2)'/2 in place of GT(7*)®" (7*)"/2; the two diagonals are within a factor 3 since i > 11/2,
T(T*) =o(y) T(T) =yj100 T and O"(7*) =p(,) ®"(z) by Item 5.6(2) and Equation (10). For the
truncation, every entry of Z and Z is a formula with at most 12 operations and multiplicative depth
at most 6 on the stored numbers, the outputs hq, he of SOLVE and the sums (Ah;);: two distances
to the bounds, their squared reciprocals, a sum, a square root and a reciprocal for ¢ (xi)_l/ 2,
then the difference g; — (d,);, one product and one sum for Z;, and one product and one sum
for 2;; so Equation (12) gives ||7z]loo, [72]lcc < p72°. The right hand sides passed to SOLVE are
sums of the second kind over entrywise formulas, cut to 20log p bits, so by Equation (13) each
entry of b; is off by at most p~1¢ + p=20 < 2p716 which moves by = (ATWA)*lbj by at most
[(ATW A)=2|| . 2a/2p~16 < 2p1/2d/2p=16 in the ATW A norm, and this is handled like the solve
error. Then ||®”(z)Y?r,||s0 < p'/?p~2, and

[(Ar,)i| < 1A |Irs]l2 < p*/2d?p=20

against a denominator ﬂngb;/l/z > p~Y(d/2n)p~/2. All of these are below p~8v/2 for p > n large
enough, and the two bounds follow.
The potential and feasibility. Lemma 5.8 gives W(z*,5*, 1) < n? +n < n'°, so Lemma 5.5

applies at (z*,2*, i) with 3 = p~8:

e
< (14 5) (1= 0)W(a,5,0) + 1)
(1 - —) U(xz,s,p) + 2n,

where the middle step uses

a®\y

- : 8> 1/2 -2
S5 6C L2’ ie. p° >10240Cd* “a 7,

40M\yp~® < g =
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true for p > n and n larger than a constant. Item 5.5(2) with the feasibility bound of Lemma 5.8
gives

ATEﬁ—bH < 5 (” + (5d)Y/2p~8 ) <2
| (AT (T(@)2" (2)) -1 A) 1 o BT ) < 5
Item 5.5(3) gives dual feasibility, and centrality follows from W(Z,3,7i) < n? + 2n < n'Y as noted
after Definition 4.4. O

The path following lemma is Lemma 4.12 of [vdBLL*21].

Lemma 5.10. Start from an €/Csiart-centered triple (z,s = Az + ¢, juo) with an estimate T =109
7(x), and iterate STEP until p < pg. This makes

r= [0 og(iuo/ug)] = O (" los(yio/uy))

calls, and on the event that every SOLVE call along the way meets the guarantee of Definition 3.1,
with probability at least 1 —rn~7" over the randomness of the Lewis estimates, the triple (x, s, ) at
the start and end of every call is e-centered and satisfies V(z, s, p) < n?.

Proof. Induction on the round, using Lemma 5.9. The inductive hypothesis at the start of round k
is threefold: the triple is e-centered with ¥ < n?, the estimate 7 carried from round k — 1 satisfies
T Ry /100 7(z* 1), and [|®” (z*-1)1/2(z®) — 21| < 1/100; at k = 1 the last two hold with

2© 2 ;1) by the hypothesis on 7. Given them, Lemma 5.1 supplies Items 4.2(5) and 4.2(6) to
the call of Lemma 4.2 in step 2, whose output is 7 ~, /199 T(m(k)), so Definition 4.6 holds for the
round and Lemma 5.9 applies; Item 5.6(2) of Lemma 5.6 for the exact step, plus the p~87 by which
Lemma 5.9 lets the computed step differ from it, bounds the movement to z**1) by O(y) < 1/100
in the local norm, which is the third hypothesis for round k + 1, and the new 7 is the second. The
base case is the initial potential: an €/Csiare-centered point has |y;| < €/(10C) for every i, so

A
U(z, s, uo) < ncosh (1066') < pedlogn/10 < 2

by e < 3Clogn from Equation (11). For the inductive step, if ¥ < n? at the start of a round
then Lemma 5.9 gives, at its end, ¥ < (1 — k/2)n? 4+ 2n < n?, because k = o /(320%d/?) > 4/n
for n larger than a constant depending on C, using n > d; the same lemma gives e-centrality at
the end of the round, and step 2 of the next round restores the hypothesis on 7. The count of calls
is pr = (1 — )" o < py. The failure probability is a union bound over the 7 rounds, each making
one call to Lemma 4.2, which fails with probability at most n~" once its solver meets Item 4.2(6);
that every SOLVE call, inside and outside the estimate, does so is the event conditioned on in the
statement, and its probability is the subject of Theorem 2, not of this lemma. O

Hence the potential stays at most n? throughout and p decreases from g to f1 7 in O(d"/? log (1o /1f))
steps; Section 6 turns this into a bit complexity.

5.5 Stability of the weights handed to the data structure

With R = I the iterates themselves move stably, so unlike [LPT*25, Section 4.4] and [vdBLL ™21,
Lemmas 4.44 and 4.45] no nearby auxiliary sequence is needed: the stability below is a statement
about the actual iterates, which are vectors of numbers with 40log p bits by construction.

The following lemma is the stability of the path weights.
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Lemma 5.11. Let (a:(k),z(k)), 1 <k <r+1, be the iterates of Lemma 5.10, on the event of
that lemma, the k-th call being made from (z®), 20, and write 7(¥) 2 r(z®), T 2 diag(7(*),
wZ(k) 2 (Ti(k)gbg’(:zgk)))_l for the exact path weights with W *) 2 diag(w™®), and @*) for the vector

handed to UPDATE in round k. Then for every k < r:
1. (b5 stability of the iterate) || @" (z®)Y/2(z:+D — )| o), o <v;
2. (stability of the barrier) ||®" (z*))1/2(@" (x(*k+1D))=1/2 _ <I>”(:E(k))_1/2)||7<k)+oo < ;s
3. (rq stability) |(T®) " (r 0+ — 7Nl @, o S and [(WP) "M+ —w®)|| o S ;i
4. (the fed weights) w*) Ny /50 wk),

Proof. Fix k and write z = (), = 2 *1) and 7* for the exact step of Equation (24) from
z. By Lemma 5.9, ||®"(2)?(Z — 7)||cc < p~ %y, and by Equation (14) this is at most (1 +
Chorm (5d)Y2)p=8~y < 4 in || - |-6) oo; through Equation (10) and Lemma 4.4 the same O(p~%7)
bound holds for the induced changes of ®”~1/2 and of 7 between Z and Z*. So it suffices to
prove Items 5.11(1) to 5.11(3) with * in place of Z, and there they are, respectively, Item 5.6(1),
Item 5.6(3), and the consequence of Lemma 5.7; for the weights, w = 77 1¢? with ¢ = ®"—1/2 and
with u 2 7D /7)) — 1 and v a B /¢B) 1, both of £o norm O(y) < 1/10 by Item 5.6(2) and
Item 5.7(1),

GE)

ON

so the weight bound is 2 times the 7 bound plus 3 times Item 5.11(2). Item 5.11(4) is @*) N ,-18

(T®"(x))~! from the truncation in step 3 together with 7 ~, 100 T(x) from step 2, and p~1® <
~/100. O]

RUEST

< 2|u;| + 3|v;
0 ] < 2+ 3,

Item 5.11(3) in [|-[| -(x) .o, contains both an £, bound of O(y) and a 7-norm bound of O(7y/Chorm),
which are the shapes of conditions 2 and 3 of Definition 3.2, except that the definition weighs con-
dition 3 by the leverage scores o(¥) of the reweighted matrix (W *))'/24 rather than by the Lewis
weights 7(F) = 7(2(*)) of ®"(z(*))~1/2A. These are different vectors, but the reweighting is by 7(*)
itself, and at ¢ = 1 — « that makes them comparable.

The following lemma compares the leverage scores of the reweighted matrix with the path
weights.

Lemma 5.12. Let x be a point with 7 = 7(x), T = diag(r), W = T1®"(x)~! the evact path
weights at x, and o 2 T(Wl/QA) the leverage scores of the reweighted matrix. Then

v+ o T, in particular oi < % for every i.

Proof. By Definition 4.2, 7 = v 4 7(TY/?~1/49" (1)~1/2A), and at ¢ = 1 — «

1 1 1 o

R ’ . TY2-1/ag! ()~1/2 = p—o/ Q- yy1/2 — (D2W)1/2, A

D 2 7—/(-a)

The computation of Lemma 5.1, with 7 in place of 7 and d/n < 7; < 5, gives D? = T—20/(1-a) R4
I, hence D?*W =, /a4 W, and leverage scores move by at most twice the movement of the weights,
as recorded after Definition 3.2: 7((D?W)'/2A) ~1/2 T(WY2A) = 6. The second claim is o; <
eM?(my —wvy) < el dJ
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Lemma 6.2 combines this with Lemma 5.11 to verify Definition 3.2, and Corollary 3.4 and
Theorem 2 then bound the total work spent on inverse maintenance over the whole path. Condition
3 of Definition 3.2 is proved for the exact w(*) and not for the fed @*), whose deviation e=7/%9 from
w®) has leverage score norm up to d'/2y /25; this is why Section 3 states its guarantee for sequences
that are stable up to noise, and why the fed sequence qualifies is the last step of Lemma 6.2.

6 Initialization and Overall Guarantees

This section collects the three things still missing: that every matrix the algorithm stores has
magnitude 2°0(5) | so that O(B) bits per entry suffice throughout; that the weights fed to UPDATE
meet Definition 3.2, so that Theorem 2 and Corollary 3.3 apply; and an initial point from which
O(d"/?) path steps suffice.

6.1 Aspect ratio, magnitudes, and bit lengths

Everything rests on the path aspect ratio, which is where the assumption that the midpoint is
feasible is used.
The following is Lemma 4.46 of [vdBLL*21].

Imported result 6.1. Suppose the midpoint (I + u)/2 is feasible, and let Wy be the ratio of the
largest to the smallest entry of ®"((1 +u)/2)'/2. Then, over all points x encountered by the path
following of Lemma 5.10, the ratio W' of the largest to the smallest entry of @”(x)l/z satisfies

log W' = O (log(2 + W) + log(1/ps) + log(2 + ||¢]|so)) -
The following lemma bounds the magnitudes along the path.

Lemma 6.1. Run the algorithm on the augmented instance of Lemma 6.4, whose data has O(B)
bits and whose midpoint is feasible, with ji; = 2-0B)  Then at every point x of the path, and for
the maintained weights w; = (1;(z)¢! (z;)) 7,

and consequently ATW A, AT®" ()" A and every normal matriz formed by STEP has magnitude at

most p = 20B) " In particular O(log p) = O(B) bits per entry suffice in Lemma 3.1 and Theorem, 2.
Proof. Imported result 6.1 bounds the ratio between the largest and smallest ¢} (mi)l/ 2 along the
path by 20(B) since the augmented widths, ||c||oc and 1/ are all 20(3) by Lemma 6.4. An absolute

bound follows from centrality. Let m 2 (I+u)/2,s0 ATm = b, and let (z, s, 1) be e-centered with
s = Az + ¢, so that s; = pri(z)(—¢(;) + v (2:)/?) with ||v]je < € < 1/80 by Item 4.3(1).
Pairing s with x — m gives

z7 (AT:L‘ - b) +c' (z—m)+ ,uZn(:c)gi =0,

where

g 2 (q%(m) - Vz'¢§'($z’)1/2) (zi —my),
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since 2 AT(x —m) = 2" (ATz — b). Write N 2 AT(T(2)®"(x)) ' A. The first term is at most
lzlInv[[AT2 — bl -1 < ||2||5 €7/ Chorm by Item 4.3(3), and

12— (si — i)
=l = 2 2 o
(ui — 1;)?

n
§2u2(1+6)22n(96)+2||CH§OE 3

20(B)
using |s;| < pri(1 + €)@ (x;)"/? from Lemma 4.3, d/n < 7; <5, ¢/ (t) > 8/(u; — 1;)?, and p < pg =
20(B). The second term is at most ||c[loo > (ui — 1;) = 29B). Each g; > —1: ¢/(z;) has the sign of
x;—m;, and in the middle half of [I;, u;] one has ¢ (x;)"/?|z;—m;| < 2Y/2, 50 |v;|@! () ?|2;—mi| < 1.
For a coordinate at distance d; < (u;—[;)/4 from its nearer bound, |¢}(x;)| > 1/6;—1/(38;) > 1/(26;)
and || (2:)Y/? < 1.1/(808;) < 1/(48;), so gi > |xi —mi|/(46;) > (u; —1;)/(166;). Tsolating such a
coordinate, with g; > —1 for the others,

<|z"(ATz - b)‘ +

— 20(3)7

ez — m)‘ + 5dp

so 1/8; < 20B)n/(ppd(u; — 1;)) = 20B) and ¢ (z;) = ©(5; %) is 20(5), while the lower bound on
¢! is 8/(u; — 1;)?> = 279B). The bounds on 7 are Definition 4.2, and the bound on w follows.
Finally ATWA < max;w; - ATA and ATWA > min; w; - AT A, and AT A has magnitude 20(B) by
assumption, so ATW A has magnitude 20(5). O

6.2 The maintained weights are leverage stable

The following lemma shows that the path weights are leverage stable.

Lemma 6.2. Let wlgk) = (Ti(l’(k))(ﬁ;’(xl(k)))_l be the exact path weights of Lemma 5.11, over the

r = 5(d1/2 log(po/per)) rounds of Lemma 5.10. Then w . wl Y s C-leverage stable in the
sense of Definition 3.2, with

(=0() and  p=200),

and condition 3 of that definition holds with the smaller value O(y/Cporm) in place of (. Conse-
quently the sequence @, ..., @Y actually handed to UPDATE in step 3 of Figure 5 is C-leverage
stable up to noise, in the sense recorded after Definition 3.2.

Proof. Condition 1 is Lemma 6.1. For conditions 2 and 3, Item 5.11(3) gives

H(Woc))fl (w<k+1> _ w(k)) <,

7 400

and by Definition 4.5 this single bound contains both || - ||« < <, which is condition 2 since
relative and logarithmic movement agree up to a factor of two once the movement is at most 0.1
coordinatewise, and || - ||, < ¥/Chrorm. Condition 3 at round k + 1 weighs the same logarithmic
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movement by o+ = 7 (W +D)1/24) By the fact recorded after Definition 3.2 and condition 2,
o(k+1) Roo¢ o), and by Lemma 5.12 at (%), O'i(k) < el/QTi(k), SO

(D) 2 wF 1242 ") wE D _ k) 2
Z o, log ® < A4e Z T; —w(k)
2
< 7
~ 02 9

norm

which is condition 3 with O(7/Chorm), and a fortiori with ¢ = O(). Finally v < 0.1 by Equa-
tion (11). For the fed sequence, Item 5.11(4) gives @) A /50 w®) | and taking the constant in
¢ = O(7) to be at least 1/5 makes this the ~¢/1o that stability up to noise asks for. O

So the interior point method supplies the stability conditions with room to spare: the (.
condition holds with O(v) where 0.1 is asked, and the leverage score condition, which is the one
that drives the update counts of Corollary 3.4, is Chorm times inside even that. The weights are
computed from the solver’s outputs, so it is the adaptive half of Theorem 2, that is Corollary 3.3,
that is invoked; the number of rounds, O(d'/2 log(po/py)) = O(d*?B) < dlog®M n < n? by the
standing assumption B < d'/2, is within the hypothesis r < n? of that corollary, and the number
Q of solver calls, a polylogarithmic factor more, enters its failure probability as 2Qn 3.

6.3 Initialization

The final point is the projection of Lemma 4.11 of [vdBLL*"21], which is proved there from the
matrix norm bounds of its Lemma 4.28 and the self-concordance inequalities of Nesterov. We state
and prove a version adapted to the bounds of this paper. Three things change relative to the source.
The projection is taken in the estimate 7 the algorithm holds, not in the exact 7(x), since the exact
weights are never available; the movement bound is the explicit 2e7y/Crorm, from Item 4.3(3) through
the leverage scores of the reweighted matrix and Lemma 5.12, in place of the source’s O(¢), so that
no lower bound on C' is needed for the point to stay inside the box; and the objective gap carries
the explicit constant 2, obtained from the one sided bound (—¢/,(x;) + v} (x;)"/?)(x; — 2}) < 1+¢
on the log barrier, in place of an unspecified absolute constant.

Lemma 6.3. Let (z,s,p) be e-centered with ¢ < 1/80, let T ~, 7(x), and let W 2 (T®" ()L
Then

A L WA (ATWA) o (b - ATm)

satisfies ATzfm = b,

H(I)//(x)l/Q (:Eﬁn—l‘)H < 2ey :

oo C’norm

so in particular | < ™ < u, and
¢" 2 — min {CTLB/ AT =b, 1<’ < u} <2ulr(x)|-

Proof. Write r 2 b— ATz, H 2 ATWA, W 2 (T(2)@"(x))~! the exact path weights and N =

ATW A the matrix of Item 4.3(3). Since 7 =~ 7(x) we have W ~ W and H =, N. Feasibility is
ATafn = AT + HH 'r=0.
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Movement. Coordinate ¢ of the correction is @iajﬁ_lr, and by Cauchy—Schwarz in the "

inner product

| _

)wiaZTH r) < W; gl (7l

. \1/2
= @;7:)"? rll-1,

where A . o

Ei:@iaiTH_ ai:Ti<W/ )
By the fact recorded after Definition 3.2, W ~, W gives & ~. 7(W'/2A), and Lemma 5.12 gives
ni(W2A) < e'2ry(x) < Y277, s0 7; < eY/?3%, < 27 and w; 5; < 2wiT; = 2/¢" (x;). Hence,
with 2 2€7y/Chorm,

(@) 2 |2 - 2] < 22 |l

<222 || v
< 91/2,¢/2 €Y
- norm

2ey

norm
= p,

by H ~. N and Ttem 4.3(3). Since ¢/(2;)"/? > 1/min(z; — l;,u; — x;) the correction moves
coordinate i by at most 3 times its distance to the nearer bound, and 8 < 1, so [ < zfi* < .

Objective. Let z' be feasible, ATa’ = b and | < 2/ < u. By Item 4.3(2), ¢ = s — Az, and
ATz = ATg! so ¢l (2" —2/) = sT (2™ —2/). By Item 4.3(1), s; = umi(2)(— ¢ (2:) + v38 (2:)/?)
with |v;| < e. For the log barrier, —¢/(t) = 1/(t—1;)—1/(u;—t) and ¢/ (t)"/? < 1/(t—1;)+1/(u;—1),
so for z, € [I;, u;] with o} < z;, using 0 < z; — o} < z; — I,

Ty — Ty — &

T — e

x; — U — T

<—¢§($z‘) + Vi¢§’(ﬂ?z‘)l/2) (i —2f) < (1+¢)
< 1+e¢,
and symmetrically when @} > 2;. For the remaining piece, |~/ (2;) + ;¢ (2:)/?] < (1+€)¢! (24)'/?
by Lemma 4.3, and ¢/ (x;)"/?|2f® — z;| < 8 by the movement bound. Adding,

¢ (2% =2 ) = u > milw) (~eilws) + g (@i)?) (i = ) + (@ — )
Sp(l+e)(1+8)[Ir(@)h
< 2ullr (@)1,
since (1 +¢€)(1+ 8) < (81/80)(1 + 1/40) < 2. Taking x’ optimal gives the claim. O

The statement is for the exact diagonal W; the algorithm holds a truncated copy of it, and the
difference is handled by a perturbation bound in the proof of Lemma 6.4, not by weakening the
hypothesis.

The augmented instance is the following.

Lemma 6.4. Given A,b,c,l,u with B bits and AT A of magnitude at most 28 one can construct
in O(nnz(A)B) bit operations an augmented instance (A,b,¢,l,u) with

A= |:2‘:| c R(”+k)><d’ k<d, nnz(g) < nnz(A) +d,
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all of whose data has O(B) bits, such that

1. the midpoint * = (74— w)/2 is exactly feasible, ATE = b, and A has full column rank d;

2. with sy = ¢ and po = 2°95B), the triple (Z, Sinit, o) 5 €/Cstart-centered in the sense of

Definition 4.3;

3. if the primal is feasible, running the path to py = 2-0B) and rounding the output inwards
to [I,u] gives a point x € [I,u] with ||[ATz —blls <278 and ¢"x <278 + min{ca': ATa/ =
b, | <2’ <u};

4 log(po/py) = O(B).

Proof. Let riq = b—AT (I+u)/2 be the residual of the midpoint, J = {j : (rmia); # 0}, k = |J| < d,
and A the least power of two above max;(u; — ;). For each j € J add an artificial coordinate
with box [0,4A], midpoint 2A, and row Ej. = (rmia);(24) e/, so that ET(2A1) = ryiq and
the augmented midpoint Z = ((I + u)/2,2A1) satisfies ATZ = AT (I + u)/2 + rmiq = b, giving
the feasibility of Item 6.4(1); adding rows preserves column rank. Give the artificial coordinates
objective coefficient A, the least power of two above 25+2||E||(1 + M) with M 2 Yo lail(uwi = ),
where ||E||2 = max; [(rmid);|/(2A) since the rows of E are supported on distinct columns. All the
new data, A, the entries of E, and A, is formed from the input by O(1) arithmetic operations per
entry on numbers with O(B) bits, using logn = O(B) as recorded after Equation (11), which is
the cost claimed. The augmented instance has n + k < 2n rows, so Section 4 applies to it with n
replaced by n + k, which changes no 6()

For Item 6.4(2), at the midpoint every barrier gradient vanishes, so with sjy = ¢ and z = 0
Item 4.3(2) of Definition 4.3 holds, Item 4.3(3) holds with left hand side zero by exact feasibility, and
the centrality vector is 3; = Ei/(uon;’(ffi)l/Q) with ¢7 (z;) /2 = 23/2/(@' —l)and 7; > d/(n+k) >
d/(2n), so
2n ||€]| 0o max; (u; — 1;) < _¢€

23/2d Mo a C’start

lyil <

for po any power of two above 2Csiarte ! (n/d) max; (@; — 1;)||c]| oo, Which is 20B) because ||| <
A =20B) We take y; £ 2-B=7/d, also 279(5) and Ttem 6.4(4) follows.

For Item 6.4(3), let (7, 5, j1f) be the e-centered triple for the augmented instance at the end of the
path, with the estimate 7 of Definition 4.6, and let @ be the weights of step 3 of Figure 5 at this point,

w; = Trunc((7;¢7(7;)) ™1, 401og p), so that SOLVE is against H SATWA Let W 2 (T®"(%))! be
the exact diagonal of Lemma 6.3 and H 2 ETWZ; since w; > p~! by Lemma 6.1, the truncation
error p~20 per entry of Equation (12) gives W R2 )18 W and H R2 )18 H. Lemma 6.3 gives the exact
point 1" = ?U’—&—Wﬁﬁil(b—g—rﬁf), and the algorithm forms 7’ = Trunc(?ﬁ—l—/V[?ﬁ SOLVE(T), 40log p),
Fa Trunc(b — ATZ,201og p), in O((nnz(A) + d2)B2) bit operations, the B2 being the cost of the
one SOLVE, the entries being truncated having magnitude at most 2 max(||!||co, ||u|lcc) < p by
Lemma 6.3. Writing r S ZTf, each entry of 7 is a sum of the second kind on stored numbers
cut to 20log p bits, so |7 —7[a < (n +k)Y2(p736 + p=20) < p=9 and |H 7 — H ||y < p~'8.
Writing § £ SOLVE(F) — H™'7, the guarantee of Equation (1) is |6z < p*°||F||g-1 < 2p7'°, by
Item 4.3(3), v < 1, T =~y 100 T(T), H ~,-15 H and |7 — 7|z < p~'8, so [|6]]2 < 2p7?. The
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truncation of the weights contributes

HWEH*IT —Wgﬁ_lrlt
<|(W-w) dmte], + [ (-7 )|
2 2
<p Bp-pPllrll2+ 0 - 2070 pllrl2
<p 1
using [[W =W < p~'Sp, |[H™ —H || < [H ||| - H| |H || with || — H| < 2o~'5p, the
magnitude bounds [W|[, [W|[, | All, | 2|, ||| < p of Lemma 6.1, and |[r||; < IH 2|75 <
p. Together with the solve error, the truncation of the right hand side, and the final truncation,
which by Equation (12) moves each entry by at most p=2Y,

17" — &5y < WAz (|I8]l2 + p7*5) + o~ + (n + k)2 p~
<p°

and B B
IATZ — bl = AT (@ — &)z
<p?

using p > n and, below, p > ||¢|l2, both part of the choice of p recorded after Equation (11).
Finally clip ' into the augmented box coordinatewise; since Z0™ is inside the box, clipping moves
each coordinate by at most |2} — :Efm| and the two displayed bounds persist with p~> replaced by
p~%. Call the result (z,y) € [I,u] x [0,4A]*, with z the returned point.

It remains to compare with the original instance. Let z* be optimal for the primal, so that (z*,0)
is feasible for the augmented instance and the augmented optimum is at most ¢'z*. Lemma 6.3
gives

cle+ ATy < clar + 2ugllr(@) |1 + 2o~
<ecla*+ 10dpuy + p~3,

using ||7(Z)||1 < 5d from Definition 4.2. Since both x and z* lie in [l,u], ¢'z — ¢'2* > —M, so
AlTy < M+ 10dpy + p~3 < M + 1 by the choice of s, and therefore

|ATz —blla < ||[ETylla+p*
<|El21Ty+p7?
Elo(1+M _
< ||||2<A) +
< 9-B-2 +p_4
<278

the first step because ATz —b = —F Ty + (ZT (x,5) — b), and the last because p > 25. For the
objective, A1Ty > 0 gives ¢’z < ¢'a* + 10dpy + p 3 <clar+278B by pp = 27B=7/d, which is
the guarantee of Item 6.4(3). The existence of z* is the only place the feasibility of the primal is
used. O

50



6.4 Proof of the main theorem

Proof of Theorem 1. Run STEP on the augmented instance of Lemma 6.4 from (Z,z = 0, uo), so
5 = Sinit, until g < py, with the initial 7 from the static estimate of Lemma 4.1 at accuracy 7,/100.
By Lemma 5.10 and Item 6.4(4), this is

r=0 <d1/2 log(,uo/,uf)> =0 <d1/2 B)

calls, at the end of which the potential is n®(1) and the point is e-centered at #; Item 6.4(3) converts
this, with one more SOLVE call, into the claimed feasibility and objective guarantees for the primal,
the feasibility of that program, which Item 6.4(3) needs, being witnessed by z© . It remains to
account for the bit complexity of one call, all matrices involved having magnitude p = 29(5) by
Lemma 6.1, so that log p = O(B).

e The Lewis estimate of step 2 is one call of Lemma 4.2 against SOLVE, with T's = O((nnz(A) +
d?)log? p) by Item 2(3) of Theorem 2 and ¢ = /100, so that e~2log?(1/¢) = O(log” n) by
Equation (11), at

O (¢7% (unz(A) log p + Ts) log*(1/¢)) = O ((nnz(A) + d*) B?)

bit operations per round, hence O(d*?(nnz(A) + d2?)B3) over the r rounds. The one INITIAL-
1ZE is a one-off O((nnz(A) + MaTMuLT(d,d,d))B) by Item 2(1), and the static estimate of
Lemma 4.1 that supplies the initial 7 is a one-off

O ((¢7% (nnz(A) + d?) + MaTMurr(d, d, d)) log plog?(1/¢)) = O ((nnz(A) + MaTMurr(d, d, d)) B)
as d?> < MatMurr(d, d, d).

e The weights w of step 3 are (-leverage stable up to noise with ( = O() by Lemma 6.2, so by
Item 2(2), applied through Corollary 3.3 because the weights are computed from the solver’s
own outputs, all UPDATE calls over the r rounds cost

O (r (nnz(A4) + d2) log? p) =0 (d1/2 (nnz(A) + d2) B3)
in total.

e The two SOLVE calls of step 5 cost O((nnz(A)+d2)log? p) = O((nnz(A)+d?)B2) per round by
Item 2(3), including the O(nnz(A)log p) overhead of the noisy solver of Imported result 3.1;
DIRECTION in step 4 costs 5(n log p) by Lemma 5.3; and the explicit updates of steps 1, 3
and 6 apply A and AT a constant number of times and touch each coordinate O(1) times,

on numbers with 401log p bits, so they cost O(nnz(A)B) per round. Over the 7 rounds this is
O(d"?(nnz(A) + d?)B?).

Summing, and using MATMULT(d, d,d) = 5(d1+ﬁ) < O(dY? - d?) from Equation (2) to absorb
the one-off terms, the total is

9] <d1/2 (nnz(A) + d?) BS>

bit operations, the 9] hiding factors polylogarithmic in n only: one factor B is the bit length of
every number handled, one the iteration count O(log p) of a SOLVE, and one the number O(d'/2B)
of rounds. The failure probability is n~7 from the static estimate, rn~7 from Lemma 5.10, on whose
event Lemma 5.11 is deterministic, and n=° 4+ 2Qn ™2 from Theorem 2, the number @ of SOLVE
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calls being O(r) = O(d*/?B): a constant number per round in STEP, O(log n) per round inside the
structure, and O(y~2) = O(1) per round in the Lewis estimate. The total failure probability is
therefore O(dY/2B)n=3 < O(dn~3) < O(n~2), the hidden factor being polylogarithmic in n, which
is the “high probability” of the theorem; by the standing assumption B < d/2 the number of
rounds is r = 6(d1/2B) < dlogo(l) n < n? for d larger than a constant, which is the hypothesis
r < n? of Theorem 2 and Corollary 3.3. No term of the form MATMULT(n, d, d) survives: the only
dense operations are on d x d matrices and on the 6(d)—r0w sampled matrix, and the full A is only

ever touched by matrix vector products and by the single static Lewis estimate of Lemma 4.1. [J
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A  Proof of Lemma 2.2

Proof. Write L, for the constant 1 if operation v is 4+ or —, 2M if it is x, 2M? if it is +, and M
if it is a square root; in every case L, < 2M3. We show by induction along the formula that the
error e, of the computed value at operation v satisfies

ey < 2—62 H Ly,

u=v u<t=v

where the sum runs over the operations u in the subformula of v, including v, and the product over
the operations strictly after u on the unique path to v. Since at most g factors of each product
exceed 1 and each is at most 2M3, the right hand side is at most m(2M 3)42=¢ which is the claim
for the output and is at most 1/(2M) for every intermediate result by the hypothesis.

Let v have inputs with exact values ,y and computed values z,y, with errors e;, e, < 1/(2M)
by induction. For + and — the exact operation on the computed inputs is off by at most e, + e.
For x|

[zy — ay| < |2l |y —yl + |yl [z — =

1
< <M‘|‘W>€y+M€x

<2M (ex +ey) .
For + the divisor satisfies |y| > 1/M and hence |y| > 1/(2M), so
_ |7y — ay]
vyl
< 202 (lyl e, + [l ey)
< 2M3 (ex +ey) .

‘55:5
y oy

For the square root the radicand satisfies z > 1/M and 7 > 1/(2M) > 0, so

~1/2 _ 1/2| _ |7 — | 1/2

‘l‘ x ’_51/2+x1/2§M er < Me,.
In every case the exact operation on the computed inputs is within L, (e, + e,) of the exact result;
its absolute value is at most M +1/(2M) < 2¢, so it has at most £ bits before the decimal point and
the truncation adds at most 27¢, giving e, < L,(e; + ey) + 2—¢ which is the inductive bound. [
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